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Abstract

Recently, electronic institutions have been widely investigated in the context
of multi-agent systems.
In order to capture their great potential in regulating and making effective
agent interactions, their specification has become a very important research
topic.
In this dissertation we start with an overview of the state of the art on elec-
tronic institutions, whose contributions come from many different fields.
We then concentrate on a specific framework designed to model electronic
institutions, and note that its structure remains static after deployment.
We argue that the structure of an institution needs to have the possibility to
change over time, adapting to newer needs emerging from the environment.
We then propose an extension to the considered framework overcoming such
shortcoming, by allowing for updates of the structure of institutions at run-
time.
Moreover, in order to have an executable specification, we provide an en-
coding of both the original and the extended frameworks into EVOLP, a
Computational Logic based language that allows for the specification of a
logic program and its evolution in a unified way.
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Chapter 1

Introduction

In recent years, great efforts have been spent on the research regarding
Multi-Agent Systems (MAS).
A MAS is a system composed by several intelligent agents, interacting with
each other. No global centralized control is established.
Agents are autonomous entities, characterized by their own knowledge and
capabilities, able to take decisions, interact, negotiate and collaborate with
the other agents. These capabilities bring a great potential for MAS: agents
can cooperatively pursue objectives or goals and solve problems of different
nature.
The heterogeneity of agents is a distinctive mark of Multi-Agent Systems,
as they can include, for instance, different software programs, robots and
even humans.
Because of its particular features, the MAS paradigm well fits in the im-
plementation of systems which use distributed expertise and/or information
sources. The distribution of the computing components (implemented by
the agents) also enable to realize reliable systems with flexible structure and
capabilities (agents can enter or quit the system during its life).
Practical applications can be found in industrial process control and sensors
monitoring systems and information gathering in the Internet.
The research on MAS concerns the formalization and description of the
systems, their engineering, the interactions between agents (i.e. communi-
cation, negotiation, cooperation) and how they can reason and act, being
aware of the regulation and the current state of the institution they are in.
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One of the main challenges of the research is to create a profitable combi-
nation of the autonomy (and self-determination) of agents and the need of
coherent and collaborative behavior of the overall system.
Instead of relying on the self-organization of agents, the creation of some
institutional structure into MAS systems has been found suitable to tackle
the above problem.
Institutions are social mechanisms providing a structure whose aim is to gov-
ern the behavior of the participating individuals, in order to achieve some
purpose. This is done by providing structures and mechanisms of social or-
der and cooperation.
Examples of institution can be taken from everyday life. For instance, the
Portuguese road system constraints the behavior of the drivers according to
precise rules (e.g. speed limit) with the purpose of ensure their safety.
The research in Electronic Institutions investigates the establishment of in-
stitutions in Multi-Agent Systems.
An electronic institution create a context, where agents can act and interact,
according to the structure of the institution itself. The structure of an in-
stitution is formalized by means of the roles agent can play in it, rules (laws
and patterns of behavior) and relations of power and information between
the roles.
It must be noted that the rules an agent has to respect can be different,
depending on the role it is playing. Coming back to the Portuguese road
system example, the speed limit on highway can change depending on the
vehicle the agent is driving: the allowed speed for cars is higher than for
trucks. An car driver agent will have to respect a different speed limit from
a truck driver agent.
In an institution simulating a company, for example, an agent can play the
role of project manager. Its superiors have the power to assign projects
to the agent, also providing it with the necessary knowledge through an
information relation. The agent can then divide the project in subtasks,
assigning them to the subordinates it is in power relation with, according to
its role and to the structure of the company. Such structure can also allow
the agent to control its subordinates while they carry out the assigned tasks:
the way this control is accomplished is stated in the rules as pattern of be-
havior, hence the agent performs the verification following a stated protocol.
On the other hand, it can be forbidden by the rules that an agent can access
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the data of its superiors.
The relations linking the agents are stated in the structure of the institution.
When an agent plays a role, it can deduce from the structure of the institu-
tion the tasks it is supposed to do, the behaviors and the actions the rules
allow or forbid to its role. The patterns of behavior encoded in the rules
fix precise protocols of actions for certain situations. Acting according to
these protocols allow to efficiently and effectively perform actions inside the
institution, saving the communication overhead due to uncertain situations.
Institutions enable to efficiently organize the overall tasks among the par-
ticipants agents through their structures, thus obtaining coherent behaviors
of the system and allowing to tackle problems which are beyond the capa-
bilities of single agents. The structure of institutions facilitates the division
and allocation of work among the agents.
At the same time, agents preserve their autonomy, as they decide how to
perform (or not, maybe going against the regulation of the institution) their
tasks, also according to the context of the institution.
Great attention has been paid to the formalization and the engineering of
the structure of the institutions (e.g. [15, 23]). The heterogeneity of the
agents has been managed by introducing (more or less) restrictive forms of
control on the actions agents can perform in the system and of enforcement
of the rules.
Less attention has been paid on how agents are aware of the institution(s)
they are in and the conventions and the rules implied to the quality of their
involvement.
With respect to this matter, a clear mental representation of the structure
of the institution is a key factor in order to improve the quality of the con-
tribution of the agents to the system.
In order to reason about the actions to do, an agent must be aware of the
current state and the rules of the institution, so to figure out the conse-
quences of the possible acts.
In this thesis we consider the framework introduced in [3] designed to model
electronic institutions.
Due to events taking place, the state of an institution changes over time and
it is defined by a set of conditions (fluents) which are valid in a given mo-
ment. The current state and the events taking place make the state change
in a new one: new fluent can become part of the state, while others can be
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discarded as they are false. Fluents have inertia: their truth or falsity value
remains as such unless otherwise specified. Hence the set of currently valid
fluents retains its elements until they are falsified.
The limitation of such approach lies in the fact that, once an institution has
been formalized and it is under deployment, it is no more possible to change
its structure at runtime.
We argue that this is a major limitation of the framework. In the real world,
the laws of a State change over time: old laws can be modified or discarded
and brand new laws can be introduced.
The need of changing the ’rules of the game’ can arise from different kinds
of motivations, such as the environment or the population of individuals
forming the institution.
Changes in the environment can make a rule obsolete or inadequate or the
need of new rules can emerge from innovations. For example, the growth of
Internet has also brought the creation of laws for the so-called cyber crimes:
such kind of crimes (and the laws fighting them) did not exist at all before.
Moreover, since we are dealing with independent (more or less) intelligent
individuals, agents, according to their roles and capabilities, can decide to
change some rule.
An institution must be able to consider and make effective the possible
changes to its structure.
The main contribution of this thesis is the extension of the presented frame-
work in order to allow for runtime updates of the structure of the institution.
Such extension will be shown to mantain the same features of the original
one, i.e. adding on the top of the framework the possibility to express and
perform the updates: an institution will have the same evolution in both
frameworks if there will be no updates.
As a further matter, in [3], it is recognized the need of computationally
reason about the formalization of an institution: this can be needed by the
designers in order to test the specification and by agents as to reason on the
institution. The choice of an appropriate language for this purpose has lead
to a logic-based, declarative programming language.
Logic has always been the main tool to precisely and unambiguously state
knowledge, being, for example, the language of mathematics. Logic has also
been widely used in the design of computer and computer programs. More
recently, starting from the Sixties, the use of logic as a programming lan-
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guage has been investigated, giving birth to Logic Programming (LP).
Logic Programming has been employed in the research on Knowledge Rep-
resentation and Non-Monotonic Reasoning and well fits for the purpose of
modeling the knowledge of agents.
A procedure mapping the formalization of an institution to Answer Set Pro-
gramming (ASP) is presented in [3]. ASP is a form of logic programming
whose approach is finding models representing the solution of the problem
they encode, with the use of dedicated, fast solvers.
Such mapping hence provides an executable representation of the structure
of the institution.
Logic Programming constitutes a good representation language for static
knowledge but it is not adequate to handle the description and the integra-
tion of updates.
Before we have argued the need for an institutional structure able to change
over time, adequating to necessities in order to remain competitive. Such
need is the motivation of the work which lead to the extension of the frame-
work in order to allow for updates. Moreover, an executable encoding of the
extended framework makes this work more complete and worth to consider.
To this purpose we will use EVOLP (from EVOlving Logic Program), an
extension of Logic Programming allowing for updates: the program can here
change over time, thus generating a series of programs, each of them repre-
senting one of the steps of the evolution.
This approach naturally models the evolution of the states an institution:
the set of valid fluents changes during time. Inertia is a built-in feature of
the language and there is no need to encode it specifically as in the original
framework.
Besides that, with our extension also the program representing the institu-
tion can change and EVOLP has the capability to capture this evolution.
The main contributions of this thesis are listed below:

- extending the framework presented in [3] allowing for run-time updates
of the structure of the institution

- an EVOLP encoding of the original framework

- an EVOLP encoding of the extended framework
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Such contributions are part of this thesis whose outline is composed as fol-
lows. In Chapter 2 recent literature is explored to give an account of the state
of the art of the research on Electronic Insitutions. In Chapter 3 EVOLP
is fully and formally introduced. The institutional framework object of this
thesis is presented with all the details in Chapter 4, while Chapter 5 presents
an alternative encoding of the original framework based on EVOLP, show-
ing the equivalence with the original one. Chapter 6 shows our proposal of
extension of the institutional framework in order to allow for updates to the
structure of institutions and the corresponding EVOLP encoding. Chapter
7 is conclusive, containing related and future work.



Chapter 2

Literature Overview

The research on Electronic Institution(EI), taking inspiration from the real
world, investigates the application of forms of organization to the Multi-
Agent Systems paradigm. We all are part of some institution, such as our
State, a University, a Company and so on.
Institutions are social mechanisms providing a structure whose aim is to gov-
ern the behavior of the participating individuals, in order to achieve some
purpose. This is done by providing structures and mechanisms of social or-
der and cooperation.
We all sacrifice a part of our freedom, conforming to the rules of the institu-
tion we are in, for some counterpart, such as, in the case of a State, police
and health assistance. Agents do the same in the electronic institutions.
The rules are defined to model the behaviors of roles. For example, while
playing the role ’Portuguese citizen’, the action of taking a plane to Ger-
many will not involve a passport check, as inside the European Community
an identity card is enough. The same action performed by a ’USA citizen’
will mandatorily involve a passport check.
An electronic institution is composed by rules (or norms), roles (played by
agents) and role relationships.
Rules allow to establish social conventions, protocols and to limit the forbid-
den actions. Roles are not only placeholders enabling to identify categories
of agents. Relationships are established between roles and they can model
the flow of information and power inside an institution, thus establishing a
hierarchy. For instance, consider a company organized as a tree: the root
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Figure 2.1: (left) a hierarchy; (right) a holarchy.

is the CEO and the branches represent the power relations with its subor-
dinates, each of them having other power relations with workers of lower
importance: this can be modeled in an institution, creating the appropriate
roles and establishing the necessary relations.
The combination of roles and norms is intended to move towards the achieve-
ment of the coordination which is needed to accomplish the complex goals
the institution deals about.
In this chapter we provide a literature overview of the state of the art of the
research in Electronic Institutions, presenting how the literature has tackled
the concepts sketched above.
In particular, in section 2.1 we will give a brief overview over many orga-
nizational paradigms which have been investigated in the recent years. A
section will then be dedicated to each of the concepts of roles, norms and
coordination. In section 2.5 two current implementations are going to be
presented, while in section 2.6 a rich (yet foundational) logical characteriza-
tion of organization will be described. Conclusive remarks end the chapter.

2.1 Organizational Paradigms

The literature proposes a great number of investigation efforts about the or-
ganizational paradims of MAS. An exhaustive survey can be found in [29].
In general, there is no general purpose organization structure. An approach
can be more appropriate in some situations,while not in others. This one of
the reasons why such a wide literature exists: different needs and purposes
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of organizations have led to different paths of research and corresponding
results. In this section the focus will be on the relationships and author-
ity structures of the organization, rather than on their characteristics. In
[29], also the formation (constitution) is analyzed for each paradigm,together
with a discussion over the computational costs of this procedure.
Hierarchy (figure 2.1 (l)) is the easiest way to think about an organization:
its tree shape, where each node is an agent of the organization, well rep-
resents the control flow from the root-near, more powered agents, to the
low level ones. Such an approach is feasible for example when the overall
goals of the organization can be divided in independent parts, which can be
delegated to the inferiors (in a ’divide et impera’ fashion). Hierarchies are
very common and widely applied in human societies as well.
A relaxed definition of hierarchy is called holarchy (figure 2.1 (r)). The tree
structure remains, but here the nodes of the tree do not represent anymore
only single agents. Each node can be either a group (possibly structured
itself) of individuals or an alone individual. So, an holon is the overall
organization but also the constituting holons inside, if stand-alone, are or-
ganizations. We can then say that a holon is both a part and a whole of an
organization.
A different kind of organization is the coalition (figure 2.2 (l)) which is single
goal-directed and usually short-lived.
Basically, it’s a group of agents where there can be just a flat structure or
a leading agent which can eventually achieve coordination with other coali-
tions.
Similar to coalitions are teams (figure 2.2 (r)): the structure is the same
but the main difference is that teams attempt to maximize the utility of the
team itself instead of the ones of the individual members.
It is worth to note that this characteristic of maximize the utility of the or-
ganization rahter than the utility of the individuals, is, not always explicitly,
part of most of the MAS in general.
Congregations (figure 2.3 (l)) are very close to coalitions and teams: the

difference lies in the fact that is not specifically goal-driven. Congregations
are quite stable and long lived and they can assume many goal during their
overall existence.
When we speak about societies (figure 2.3 (r)) there is no fixed structure:
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Figure 2.2: (l) a coalition; (r) teams.

Figure 2.3: (l) congregations; (r) societies.

what societies offer is, first of all, an open environment i.e. heterogenous
agents can join a society.
Basically what a society defines is a common domain through which agents
can act and communicate. The society defines a set of laws, norms and
conventions which constraint the behavior of the agents. Punishments for
uncorrect actions, trust and reputation issues can be part of a society.
This definition of society is by purpose left open: the intention is to be the

basis for more complex inter-agent behaviors. We can see this definition of
society as a superset of institutions. As an example, according to the above
definiton, a society can be the domain of the Portoguese roads and the norm
of driving on the right side, i.e. a domain and a norm. In particular, the
norm has a meaning since it is situated in a context (the domain of Por-
toguese roads) and it is not valid world-wide (e.g. this is not the case in the
United Kingdom).
Roles and structure can be built on the top of that, but here no limitations
in doing that are stated.
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Figure 2.4: (l) federations; (r) a market place.

Federations (figure 2.4 (l)) are group of agents who have decided to give away
some of their decision autonomy to a delegate representing the group. The
delegate is the only link between the organization and the outside world.
This means that if in a MAS there are many different federations at the
same time, the only communication links are the ones connecting the corre-
sponding delegates of the federations.
The role of delegate is hence an intermediary one: it stays between the agent
inside the federation and other delegates (and/or other not federated agents)
outside it.
A totally different approach can be found in the market place organization
(figure 2.4 (r)).

In a market, every agent is independent and it works only for its own
interest.
Usually this is implemented via an open environment and the basic involved
roles are sellers, bidders and auctioneers. The main characteristic of a mar-
ket is the competition among the agents involved in the organization,in order
to maximize their utilities.
The matrix organization (figure 2.5 (l)) has been proposed to model a com-
plex system of authority. The one-to-one relation (the one that a tree struc-
ture so easily suggests) between an agent and its superior is relaxed, thus
allowing multiple lines of authority incoming in an agent.
Moreover, a net of peer-to-peer influences can be defined.
In a matrix organization the behavior of an agent is influenced by many
different realtions with other agents, which can be both superiors or peers.
Until now we have sketched the most significant organization structures.
This does not mean that this brief overview has been exaustive. Further-
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Figure 2.5: (l) a matrix; (r) compound organizations.

more, there are organization structures which don not fit in any of the above
definitions, but grasp some property from some of them: they are called com-
pound organizations (e.g. figure 2.5 (r)).
To conclude, the aim of this section was to highlight that a wide literature
exists on the structures of MAS organization: different kinds of structures fit
in different contexts and they can be used for different goals and purposes.
The discussion has concerned only the shapes of the structures: the next
sections have the goal to go deeper into the other aspects of organizations.

2.2 Roles

Roles are the building blocks of institutions.
Analyzing the roles of an institution gives a clear idea of the quality and
quantity of the actors that will play it.
Each role conceptualize a stand-alone unit of duties, permissions and ex-
pected behaviors.
A well performed definition of roles will allow a reasonable and effective al-
location of the tasks characterizing the ongoing execution of an institution.
Aspects regarding the definition of a role are the competency to do specific
tasks (e.g. a parser) and the authority, together with the responsibilities
(e.g. a project manager).
Competency is a distinct matter from authority and responsibility. For ex-
ample, one can have several driving licences for different categories of trucks:
this does not mean that he will have to drive all the trucks of the company
he is working for, in particular at the same time. Probably his responsibility



2.2. ROLES 21

will be to drive one on the the trucks of the company, even if he has the
capabilities to drive them all.
Roles can be used as interfaces between agents and normative rules, so that
a coordination process can be accomplished (see section 2.4).
An agent (or an actor) can play more than one role at the same time and this
happens also commonly in real life. Every day, everyone is a human being,
a citizen, a driver, a customer at a bar and so on: such roles are most of the
time played in parallel. It can be the case that two roles are incompatible if
played at the same time by the same actor. For example, being at the same
time a referee and a football player will facilitate the player to not respect
the rules for his own advantage.
Role is a multi-faceted matter and contributions to the definition of roles
come from a multidisciplinary background. In computer science, there has
been an emerging interest for roles in the MAS community and, a bit more
surprisingly, from the software engineering community.
In the next section, roles are characterized by means of the parts they have
to play in the scenes constituting an electronic institution.
Then, an overview on some contributions from the software engineering dis-
cipline is provided.
Finally, the problem of conflicting roles is addressed.

2.2.1 Interaction-Centered Perspective

Roles can identify the actors which play the protocols forming the basics of
the ongoing of an institution.
Starting from the assumption that every possible interaction that can hap-
pen inside an institution is a dialogic one, in [15] (and later in [16, 17]), an
interaction-centered perspective is adopted while modelling the institution.
First of all, a common dialogic framework is fixed in order to make agents
communicate with each other.
The interactions form the very basis of the institution: each role is assigned
with the possible scenes it can play. The agents flow from a scene to another,
following a network of patterns which constitutes the overall performative
structure.
The performative structure basically represents and structures all the ac-
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ceptable patterns that can be performed by the agents in the organization.
A dialogic framework is composed by a communication language, a repre-
sentation language for the domain content and an ontology. The definition
of such a framework enables, even with heterogenous environments, an ef-
fective and successful exchange of informations and knowledge between all
the agents sharing the same framework.
In a dialogic framework, the representation language is a layer above the
own languages of agents: they build propositions in their inner language
and then they encode their message in the outer language.
This outer language, using the allowed illocutionary particles, expresses the
intentions of the utterance. This is to say that in a dialogic framework, it is
not always the case that simple yes/no propositions are expressed: a much
richer range of possibility is possible, namely attemps of communications,
which could fail or succeed, on the part of the speaker.
A role is a finite set of dialogic actions. Also according to the above discus-
sion, we can intend such actions as capabilities of the role.
An important issue for electronic institution is the management of two kinds
of relationships, namely role-to-role and agent-to-role.
An agent can play more than one role in the same institution and it is not
always the case that two roles are compatible if played by the same agent.
On the other hand, an agent cannot be the most appropriate candidate for
playing a role.
We are going to address the first point, namely the role-role conflict of in-
terests, in section 2.2.3.
Another issue is the hierarchy relations between roles.
In [15] the roles are organized in a partially ordered set which reflects the
roles hierarchies.
If for two roles r and r′ the following r > r′ holds, this means that the role
r subsumes the role r′. Hence an agent playing role r is also enabled to play
role r′.
Sometimes it can be useful in hierarchies to limit the scope of inheritance
([22]).
This can be done by using the so-called private roles.
Let us explain what they are via an example.
A software company institution can be modeled (considering just a bite of
the full hierarchy) with a project supervisor which is senior (hence higher in
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the partial order as defined above) to two other roles, namely test engineer
and programmer. This latter two are senior to the role project member.
It can be the case that the test engineer wants to avoid that the project
supervisor can access to incomplete or unstable works.
This is not straightforward to do because all the access rights of the test
engineer will be inherited by the project supervisor by definition.
The only way is to define a private role which is senior to the test engineer
and different with respect to the project supervisor. This senior test engi-
neer role will have all the rights the former test engineer has, while the set
of rights of test engineer is going to narrow. The resulting set of rights is
the one that will be inherited by the project supervisor.
After this refactoring of the role relationships, only the senior test engineer
will have full access to incomplete works, while the project supervisor will
be able to access only the final version of that, assuming that the above
redefinition has been appropriately performed.
The senior test engineer has no other role above him, it is a dead end of the
hierarchy but its goal is to define a role with a set of rights (i.e. permissions
and capabilities) that it is preferrable to not let them be inherited by other
senior roles. Furthermore, this approach allows to leave the old hierarchical
relations without changes and just a new role is added.
Now the role are basically defined, we recall that we are considering an
interaction-centered perspective while modelling an electronic institution.
So now let us explain how the interactions can be conceived.
Scenes are a sort of agent group meetings, whose communication protocols
are precisely defined. For each activity agents are in charge of, a scene,
containing the needed interactions to accomplish its duties, exists.
The protocol of a scene contains the possible dialogic interactions which can
happen between the involved roles. It is important to point that scenes are
defined over roles.
Dialogical expressions in general can contain variables, which will be in-
stantiated when the scene occurs. Hence a scene can have more than one
instantiation since its definition is general: the actors are roles instead of
agents and expressions are kept general using variables which will be instan-
tiated later on.
A scene is basically a graph where the nodes are the states a conversation
can get, and the arcs have labels containing the illocutions that make state
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change. Unsurprisingly, there is only one intial state and there are no out-
going arcs from the final states.
The set of final states inside a scene can vary from role to role: it can happen
that a role plays just one or few actions, maybe limiting its entering and
exiting from the scene in one state only.
Scenes are not enough to express the complexity of interactions between
agents in an electronic institution. On the tops of the single scenes we de-
fine the performative structure.
A performative structure is a collection of multiple and concurrent scenes.
An agent can, in the same moment, perform more than one scene.
The aim of creating such a network of scenes is to capture casual depen-
dencies among scenes, allow synchronizations and parallelism, define choice
points and the flow policy of roles through the scenes.
These relationships between scenes affect the way agents move from a scene
to another according to the role they are playing. For this purpose, the
concept of transition is defined as a mediator for the connections between
scenes. There is no direct link between two scenes: from the exit point of a
scene maybe multiple arcs go out but they all go to some transition point.
When agents get in a transition point the semantic embedded in such point
will constraint the mobility between scenes of the agent. From the transition
points there can be many outgoing arcs and the point can force the agent to
follow all of them and thus entering in many different scenes or let the agent
choose which one (or more) follow. Constraints over the arcs can further
affect the agent’s choices.
Furthermore, the transition point can ask the agents to synchronize with
other agents before continuing to next scene(s).
The performative structure defines all the possible flows of behavior for the
agents in the electronic institution and the scenes are the building blocks.
The standardized pattern of action approach is a double-edged sword, in
the sense that in the choose of the pattern lies both the advantages and the
problems.
The advantage is a very good and precise definition of the patterns through
scenes and performative structure in general, as we have seen above. Prob-
lems can arise when unexpected situations come: the institution should be
able to take some process of rephrasing of the performative structure.
We can think about the conditions that label the relations between two
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scenes: some condition depends from external factors. For example,the
availability of some resource can be a condition to move from a scene to
another for some role: if such a resource is no more available as before
but only in a shorter amounts (for unknown reasons), then this can stuck
the executions of some role and, as cascade effect, this can cause misses in
synchronization, thus stopping the overall ongoing of the institution. But
in this case, if the institution is able to change the threshold of admissible
availability or to change the suppliers of the needed resource, then these
kinds of problems can be avoided.
Nevertheless, this approach has shown to be effective and it has reached a
full implementation ([17]), which will be discussed in more detail later in
section 2.5.1.

2.2.2 Agent-Oriented Software Engineering

The MAS abstraction has also been investigated by the research in the soft-
ware engeneering area.
It is a powerful kind of abstraction that allows to clearly understand and
define the main components of a system, while thinking such a system as a
MAS and components as agents.
Thus, the identification of agents has a great application in the analysis
and design of complex systems constituted by many independent (possibly
interacting) components.
Furthermore, thinking a system as a society or organization of agents, allows
to capture more sophisticated ways the agents can interact and behave.
This is usually done by means of a so-called roles model whose aim is to have
a better understanding of the roles componing a system,their properties and
relations.
The result of this latter approach is to gain a lot more expressivity, hence be-
ing able to capture and define more sophisticated and complex interactions
and dependencies between agents (components) in the analyzed system.
It is important to stress that here we are in the software engineering field
and the final goal is to reach the best possible design of a system.
Some early trends of research used to find common points between objects
and agents (as recognized,among others, in [11]). Objects were considered
the most natural way to implement agent; on the other hand agents were
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used as an abstraction tool in object-oriented design.
In this context we can place [18], where role modeling is meant to support
design and integration of frameworks for large scale development.
A role type describes the view an object has of another object. The same
object can satisfy several role types: each of several different objects can
have different views of the same object, depending on the kind of interac-
tion they are playing with it. This (absolutely condivisible) observation can
be extended in a more general context: in general the same agent can play
more than one role, both at the same time or over a temporal period. Hence
other agents can get in contact in different ways and have different views
over time of the very same agent.
A roles model is the description of a possibly infinite set of object collabora-
tions using role types. Each role type specifies the behavior of one particular
object with respect to the model’s purpose: the roles model expresses the
possible runtime object collaborations.
For each of them we can understand the behavior of the objects playing the
involved roles.
This proposal of role model is not very powerful nor expressive but it also
adresses the issue of managing conflicting roles, which will be explained be-
low in section 2.2.3.
The limitations (and of course the confusion) of the previous kind of ap-
proach has become evident to the research community. In [21] it is pointed
that, while classes define the capabilities of the instance objects, the notion
of role focuses on position and responsibilities of the object inside the sys-
tem. A roles model is an additive to object models and it defines different
relations. At the same time, the roles model is an abstraction of all the
collaboration diagrams that can be relevant for the involved roles: the col-
laboration diagrams are instantiations of roles models.
”Agents are more than objects”. Agents have own goals and knowledge, just
to mention an example.
Hence, while defining roles, agent roles will have more facets than the object
role definition. Namely, agents add to the role expertise, negotiation and
coordination skills, adaptability and learning.
A more general approach is considered in [20]. The Object-Oriented paradigm
is now considered not appropriate for agent-oriented Analysis & Develop-
ment.
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The Object Oriented (O.O.) techniques fail to understand and capture the
true essence of agents of being autonomous, having an individual, flexible
and possibily self-interested behaviour. Furthermore, a multi agent system
can unite heterogeneous agents i.e. different agents implemented over differ-
ent architectures and/or using different languages and techniques. Finally, a
traditional O.O. analysis cannot capture the complexity of interactions and
relations between agents and their organizational structures.
The process of analysis is then conceived as an organization design: this
brings to think about the roles constituing such an organization. It is worth
to stress that here we are dealing with an analysis: when the organization
will be concrete, then the roles will be instantiated and such an instantiation
can be dynamic.
The organization design is composed by two parts: the roles model and the
interaction model.
In the roles model the key roles of the organization are defined with a mean-
ing of ’office’ e.g. delivery boy, secretary. For each role two sets of attributes
can be defined: the set of permissions and rights, and the set of responsi-
bilities. The permissions and rights of a role are the resources which can
or cannot be accessed by the considered role; limits about the use of re-
sources can be also stated. Informations can be considered resources, hence
the permissions can define the kind and quantity of accessible informations.
Moreover, roles can be expected not only to access information but also to
create some new: the permissions will also deal with the right of modify
informations.
The responsibilities are the functionalities which are associated with the
role, i.e. the actions that the role is expected to perform.
Basically, two disjoint subsets can be defined here: the liveness and the
safety responsibilities. The meaning of liveness responsibilities is that some-
thing will be done by the role, hence the agent playing it, is still alive.
There are some basic patterns for this kind of properties, for example the
infinite repetition (an action will happen infinitely often: for example a
sensor agent will monitor the temperature of a nuclear reactor every few
milliseconds) and the guaranteed response ( a database agent can have the
responsibility that each query will have a, even empty, result sooner or later).
Safety responsibilities are defined to mantain true some invariants over all
the life-cycle of the role, thus avoiding that indesirable states of affairs can
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reached during the execution. In order to express safety conditions, the in-
formations defined in the permissions of the role will be used.
While formulating the liveness expressions, the atomic components of such
expressions are the protocols.
Protocols are instituzionalized patterns of interaction which are defined in
the interaction model.
The aim of the interaction model is to describe the dependencies and the
relationships between the various roles. This is made through the definition
of protocols which are, at this level, quite abstract, rather than a precise
sequence of steps of interaction, i.e. they express the motivation and the
nature of the interaction, leaving the details for the more detailed design
phases.
In general what it is needed to define is the purpose of the interaction, the
initiator, the involved roles, the inputs, the outputs and eventual actions
that have to be performed in the meanwhile by some of the actors.
Summing up to this point, conceptually a role is model by means of re-
sponsibilities,permissions/rights and protocols it must be able to play. The
analysis process is performed by identifying the role model and the interac-
tion model.
It is worth to point out that differently from traditional software engeneer-
ing techniques, the agent-oriented approach, still remain to an abstract level:
traditional techniques of detailed design can then be applied to its result.
After the analysis phase described above, let us now very briefly tackle the
next design phase.
An agent model defines the agent types and the needed number of instances,
basing on the previously analyzed roles. A service model defines the services
associated to each agent type in the sense of functions with inputs,outputs,
pre- and postconditions. Finally,the acquaintance model defines the com-
munication links between the different agent types.
Then, to the result of this design phase, low-level design techniques can be
applied.
So far, we have seen that while adopting an organizational perspective of a
system, roles have turned out to be the fondamentals components.
The Software Engineering (S.E.) analysis process, as we have seen at differ-
ent levels of detail and effectiveness, focuses on the identification of the roles,
their functionalities and duties, their communication paths. Such concepts
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are also relevant in MAS theory: this is the reason why these papers give a
contribution on the investigation over electronic institutions in general, and
on the above mentioned concepts in particular.
Furthermore, the agent-oriented approach of analysis is still alive in the re-
search (actual workshops and summer schools present tutorials on that). In
particular, the latter of the described approaches has been further developed
in [11].

2.2.3 Managing Conflicting Roles

While designing and defining the organization of an institutions many fac-
tors have to be taken into account.
The definition of the roles,the relationships between them and the possible
hierarchies open the way for a not so obvious issue, namely the possible
arising of conflicting roles.
Two roles can be said to be conflicting when it’s not appropriate that an
agent could play at a certain moment during the lifetime of the institution,
both roles at the same time.
For example, it is not appropriate that the owner of a television network,
newspapers and publishing companies (not to mention many other kinds of
businesses) can be the prime minister of a country. Unluckly, this happened
in Italy and it is happening again.
The above example is taken from real life and can seem to be too abstract
but it gives the idea of conflict of interest.
Considering the example, the institution the agent belongs to (i.e. the Ital-
ian parliament), should issue a norm (i.e. the long term desired law for
the conflicts of interest) stating that an owner of a television cannot be a
candidate for the political elections. Such a norm would be implemented as
a constraint on the possible roles that an agent can play.
Why do we care so much about the detection and management of conflicting
roles?
Coming back to the previous example, the agent, that both owns televisions
and is the Prime Minister,can use its power in politics to have improvements
and helps in its businesses or, on the other hand, can use its media power
to cheat about the real situation of the Country it is responsible of.
This situation can thus bring to situations which are convenient for the
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agents playing the conflicting roles but for the overall institution this repre-
sents a danger.
The need of protecting the institution from such malicious behavior of agents
has awakened some interest in the research.
In general, the approach is not trusting the honesty of agents or trying to
enforce it somehow. In heterogeneous environments this is not possible since
we cannot know in advance which kinds of agents the institution will be con-
stituted of.
The general solution is to avoid that the institution could let the same agent
could be able to play two or more conflicting roles.
In [15] (see also section 2.2.1), at the basis of the institution definition, not
only roles and hierarchies have to be fixed but also a policy of separation of
duties has its place. Such a policy is static, in the sense it is specified before
the institution goes into action.
This separation of duties has the strong meaning of defining couples of roles
as mutually exclusice and hence the institution will not authorize an angent
to play both roles of a couple defined as incompatible.
The relation ssd is defined as ssd ⊆ Roles x Roles and a pair (r, r′) ∈ ssd

means that r and r′ cannot be authorized to the very same agent.
The separation of duties affects the number of roles an agent can play when
it is joining the institution and restricts the possible assignation of roles.
The above defined relation has to be related with the hierarchy relation >

(see section 2.2.1) and it has certain properties.
The separation of duties has to be symmetric.Formally:

∀ri, rj ∈ Roles, (ri, rj) ∈ ssd → (rj , ri) ∈ ssd

If a role subsumes another role (i.e. two roles are in hierarchical relation)
and the latter is incompatible with a third one, then also the first one must
be in separation of duties with the third one.More formally:

∀r, ri, rj ∈ Roles, r > ri, (ri, rj) ∈ ssd → (r, rj) ∈ ssd

If a role subsumes another role then the two roles cannot be incompatible:

∀r, ri ∈ Roles, r > ri, (r, ri) /∈ ssd
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From the definition of hierarchy, separation of duty and the above properties,
we can infer some other properties.
Since the hierarchical relation is reflexive, then no role can be in separation
of duties with itself.
If two roles are incompatible, then all the subsuming roles are incompatible
too.
In the same chain of hierarchical relations, there are no incompatible roles.
A contribution from sotware engeneering (in [18]) gives a richer definition
of relations between roles inside a roles model (see section 2.2.2).
In general, playing a role can even require playing another role at the same
time.
So the discussion here is wider than simply avoiding conflicts of interests.
When defining a role model for each pair of roles a role constraint value
must be defined. This value is unique and must be picked for every pair
(A,B) of roles inside the model, between the following possibilities:

• role-dontcare: there are no constrains for an agent to play both roles
A and B

• role-implied: an agent playing role A must be also able to play role B
but viceversa does not hold

• role-equivalent: the roles are always available together, it is a role
implication from A to B and viceversa from B to A

• role-prohibited: if an agent plays role A then it cannot play role B at
the same time

The constraints hold inside the scope of a roles model only.
Roles has also been investigated as a good abstraction to model complex
and efficient systems access control (Role-Based Access Control, RBAC,
[22]) and they have also been found to be a nice abstraction to model col-
lection of users and associated permissions.
The concept of separation of duties can be achieved by imposing constraints
on both roles assignment and permissions assignment. The separation of
duties has an interesting possible dual vision.
By now we have seen situations where two roles cannot be assigned to the
same agent individual. This can be directly enforced by using the con-
straints.
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The other side of the coin is represented by the possibility that a certain
permission or privilege has to be assigned to only one role, while more than
one is a candidate to have it. We can note that if to a role can be assigned a
permission, then by definition such a permission will be assigned to all the
seniors of that role. But this can be inappropriate for particular tasks that
it can be more desirable to be executed by one role only or an agent only.
Special constraints can be defined for that purpose.
In this section we have seen that contributions in the invesitigation on roles
come from many different fields, e.g. multiagent systems, software engineer-
ing and security. Such contributions range on the recognition of roles and
making them effectively coexist, define the main attributes of roles and de-
tect whether two roles are not compatible if played by the same individual.
Roles have received recent attention from the research because they consti-
tute a powerful and fundamental abstraction which allow a rich and effective
design of institutions.

2.3 Norms

2.3.1 Normative Rules

In section 2.2.1 , we have described how roles and role relations can be de-
signed for an electronic institution using an interaction-centered perspective
([15]).
When an agent is in a scene or it is moving from a scene to another inside
the performative structure, then it has the possibility to choose the action
to perform.
These choices range on the possible actions which are defined for the partic-
ular situation (scene or transition point of the performative structure) the
agent is in at the moment.
These possible actions reflect the aim of the performative structure i.e. to
constraint the behavior of the agents. This happens at two levels: inside
the scene (according to the scene structure) and between scenes (according
to the definition of transition points).
As we have seen the overall performative structure definition is static: it
gives the picture of all the possibilities of relations and actions, basing on
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dialogical expressions which can contain variables.
At runtime, the dialogical expressions will be instantiated depending on
agents’ choices and actions.
It is worth to note that certain choices of an agent can change the future
possible paths in the structure it can do: the consequences of an action can
both enlarge or narrow the number of possible future choices.
Some actions can be interpreted as commitments and this will lead to action
obligations for the agent.
Another possibility is that some action inside a scene has a precise meaning
that will affect the subsequent satisfaction of the contraints labelling the
edges of the performative structure network.
These consequences have to be kept into account by the institution for every
agent: each actor playing the institution has a context within the institution
and the effects of its action have to be considered inside it.
The normative rule is defined as follows:

(S1,Θ1) ∧ . . . ∧ (Si,Θi) ∧ . . . ∧ (Sn,Θn) ∧ Φ1 ∧ . . . ∧ Φn → Φn+1 ∧ . . . ∧ Φr

where each pair (Si,Θi) is constituted by an illocution scheme and a scene,
while each Φi is a predicate.
The predicates can be defined with help of the predicate obliged(x,Ψ, s)
which represents the deontic notion of obligation: Ψ is an illocution scheme,
x is the agent which takes the obligation and s is a scene.
Normative rules can be used for two different purposes: they can be used to
trigger some obligation or to infer some facts that in a future will be used
while determining the access of an agent to some scene.
The interaction-centered perspective has two different ways to define rules
for the behavior of the actors of an electronic institution.
First, the definition of scenes embeds the rules for communication in a shared
protocol with other actors, the admissible possibilities to choose. While
moving between scenes, the actors face the limitation of choice which are
defined by the institution. This is another way to regulate the behavior of
the participants.
Second, the institution makes use of the normative rules to infer the obliga-
tions an agent has committed to and the consequences that, starting from
actions inside a scene, can have effect also outside the scope of the scene.



34 CHAPTER 2. LITERATURE OVERVIEW

Inside a scene, the consequences of an action are immediately reflected on
the possible paths an agent can run inside the scene itself. When effects
of actions are relevant also outside the local context of the scene, then the
normative rules can capture and model this phenomenon in the overall per-
formative structure.

2.3.2 Logical Characterization of Normative Concepts

The need for a precise account of normative notions is at the foundations of
developing effective and coherent norm-governed institutions: contributions
have also come from legal research.
Abstracting from concrete (low-level) actions of agents, a logic to deal with
concepts of action and obligations has been investigated in [12].
Actions can be defined as direct when their performance is carried out by
an agent without others’ interventions or interferences. Moreover, an action
is indirect when an agent begins it but it is performed with the help of other
agents.
Indirect actions can then involve many agents and they suggest the pos-
sibility of achieving forms of indirect control, maybe by using a series of
command or influence relations.
Actions are characterized by means of three different operators, namely Ei,
Gi, Hi.
EiA means that the agent i brings about that A, i.e. this operator expresses
a direct and successful action.
GiA means that the agent i ensures that A, i.e. this operator expresses a
indirect and successful action. Responsibility can be represented combining
an obligation operator and the latter defined operator: OGiA.
This definition open a problem upon the definition of non fulfilment because
the Gi operator does not specify the degree of participation of i in the real-
ization of action.
A clear distintion lies between a situation in which i delegates, say, j to do
the action and j does not do it for any reason, and the situation in which i

does not delegate no one.
Then a distinction between successful and not necessarly successful action
is needed to manage situations like the previous examples.
HiA means that agent i attemps to make the case that A. Hi allows to
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enrich the definitions of responsibilities and obligations.
Combining these action modalities, concepts of successful(EiEjA, EiGjA,
EiHjA for direct control and GiEjA, GiGjA, GiHjA for indirect control)
and not necessarly successful(HiEjA,HiGjA ) influence can be modeled.
A full logical characterization is provided in [12], also including the defini-
tions of the interrelationships of the three modalities.
Using the above definitions then some interesting (at least in the institutional
context) concept can be modeled, for example the attribution of responsibil-
ity and the transmission of agency. In particular, the latter has no general
formalization but it depends (and maybe change or can be incompatible)
from an institution instead of another. This observation leads to some fur-
ther consideration: it can be the case that not only a basic concept may
vary its characterization depending on the context, but also other actions
may have different meanings depending on the scope which can be limited
to an organization only.
In order to effectively model this concept this concept of scope, a new oper-
ator will be introduced, with the meaning of ’count-as’.
The count-as link is a conditional operator, where an expression of the form
A⇒O B means that for organization O, A counts as (or generates) B.
This concept comes from the law: given a set of rules links some legal effects
to B, the law wants the same effects linked to another action A. Then the
law says that A counts as B for the purpose of the achievement of these
effects.
Related to the count-as, an operator DO, meaning for DOA that A is recog-
nized by organization O, is introduced to fully express the issues about the
local meaning of kinds of actions and concepts.
The above introduced logic can thus be used to detect incompatibilities be-
tween different organizations with respect to the policies they adopt.
Further works in this direction have argued above the characterizations of
this kind of logic, in particular over the axioms to be assumed regarding the
operators and over the count-as link.
In particular, non-monotonic reasoning has been considered essential for the
count-as link and a new operator for overcome limitations of the action op-
erators is proposed ([13]).
In the discussion over the axioms to include, it has been correctly argued
that when an agent delegates to others a certain action it can be the case
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that the adressee of the delegation (or obligation) chain simply take care of
the action just by itself, not because of the delegation nor the obligation. In
other words, what is missing is the possibility to explicitly create a chain of
influence.
For this purpose a new operator EI is introduced in order to express that
an agent attempts to make the case of A by creating (directly or indirectly)
a channel of deontic influence terminating with A.
Moreover, two new useful notions have been introduced, namely the procla-
mation and the declarative power.
A proclamation is a category of speech acts: a subject express a proposition
while making a statement. Such a statement has the purpose of making the
proposition true: subject i proclaims that A when i express and has the
function of realizing A while making a statement.
A proclamation is not necessarly effective, this depends from the institu-
tional context. The concept of proclaming is formalized by the operator
proc, which is closed under logical equivalence and has the following axiom:

prociA→ HiA

The effectiveness of a proclamation is achieved when the institution recog-
nizes in it a normative state. In this case, we can say that the subject of the
proclamation has a declarative power inside the institution with respect to
its proclamation.
On the top of that, the power of delegate powers can be defined as well.
A further notion is the recursive power, which allows to either to make an
effective proclaim or to delegate (or transfer) to others such power.
The concept of hierarchy among agents is strictly connected to this features
of power. Since a partial order between roles is too weak and a total order
too strong (related to that see also in section 2.2.2 the discussion on hierar-
chy among roles), a total ordering with clusters is proposed. Formally, for
every agents i and j:

i ∈ Agn and j ∈ Agm

Agn ⊆ Ag and Agm ⊆ Ag

Agn ∩Am = ∅
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then, either i < j or j < i.
In other words we have a hierarchical relation but it is based not between
roles or single agents, but on groups of agents which are at the same social
level.
By now, we have seen how useful concepts of power can be formally char-
acterized in an institution. The presented theories share the background
together with legal invesitigations of law and gain a great contribution from
that.
This kind of deontic formalisms have found little attention in the literature
regarding its complexity and its practical design aspects.
Normative Temporal Logic (NTL) ([33]) effectively attemps to overcome
these limitations. The basic idea here is to define a logic to reason on
normative systems (hence reasoning about allowed and forbidden actions),
providing also a symbolic language on which applying a model checking with
nice computational results.
NTL is related with the temporal logic CTL, replacing to the path quanti-
fiers (universal and existential) with indexed deontic operators Oη and Pη,
where η specifies a normative system, thus defining a context.
OηΨ means that Ψ is obligatory in the specified normative system context
η; PηΨ means that Ψ is permissible in η. Ψ is a temporal logic formula over
the well-known CTL connectives ©, 2, 3, U .
NTL easily defines the context of permissions and obligations. Furthermore,
the temporal dimension, which is not present in deontic logic, significatively
improves the expressivity power of the norms and avoids some of the para-
doxes which can be inferred using deontic logic.
The logic is based on Kripke structures on which the normative systems are
defined: basically, a normative system constraints the possible behaviors of
agents.
Such a costraining is achieved by establishing if a transition between two
states is allowed (i.e. legal) or not: a normative system is a subset of the
overall Kripke structure defining the forbidden links between states.
We can hence define more than one normative system on the same overall
structure and the above definition allows to perform comparisons between
different systems as well as standard set operations (hence allowing a cal-
culus on these systems). In particular, a system is more restrictive (respec-
tively, liberal) than another one if it contains (is contained into) the other,
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i.e. it contains more restrictions than the other (or less restrictions).
Since it is difficult to explicitly represent all the states of a Kripke structure
(state explosion problem) a symbolic representation language is introduced
to reason on this particular case of normative systems.
Model checking can be applied on this kind of definition, in order to evaluate
properties of the system. Such procedure has nice complexity results, more
precisely PSPACE-complete, up to EXPTIME-hard for some worst case.
Different accounts of power have been considered in the study of coalitions.
Coalitions are a widely investigated field of research, in particular regarding
games (e.g. in [34]).
Here we will focus on a logical account taking care of power,delegation and
cooperation, i.e. concepts which have a direct and important application in
the domain we are dealing with in this survey.
DCL-PC ([35]) is a sound and complete logic to reason on dynamic power
structures.
The basic idea is to define a power binding for every variable of the system
with a single agent controlling it.
While previous approaches used to define and leave fixed this allocation of
variables to agents, the DCL-PC approach allows delegation of control.
Hence it can be used to reason about the effects of dynamic power allocation
on the abilities of agents and coalitions.There are few concepts which are
needed to achieve that.
There is the need to express the capabilities of a coalition: 3Cϕ means that
if the world stays unchanged, coalition C has the ability to achieve ϕ.
A stronger formalization can be the formulas in the form � C �a ϕ which
express the fact that coalition C have a choice such that ϕ will become true,
for every possible action of agents outside the coalition.
The dynamic delegation modality is a formula [δ]ϕ, whose meaning is that
after the delegation program δ then ϕ will hold. The delegation program
defines the delegation and transfer of control between agents: basically, they
are formed by a set of expressions like i ↪→p j, meaning that agent i gives
the control over proposition p to agent j.
Obviously, an expression of such kind is effective only if agent i has control
over the propostition is leaving. Furthermore, this expressions can be put
together with iteration, sequential composition and non deterministic choice
operators.
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Delegation programs change the capabilities of agents and coalitions by
changing the agent-propositions bindings. It is also worth to point that
agents have the power to assign truth or falsity to the variables they are
bound with.
For some subset of the full definition of the logic (in [35]) nice computational
results are achieved in model checking, namely P-SPACE completeness.
DCL-PC gives a different description of delegation and power inside groups
of agents but it presents some limitation, if applied outside the scope of coali-
tional games. The world is considered as perfect, in the sense that there is
only a set of expected events which can happen. Furthermore, agents are
omniscient of such a world in which they can act. Finally, all the achiev-
able states are considered equivalent: there is no preference on one over the
others i.e. the reasons why agents decide to bring about a state are not
investigated.
To conclude, in this section first we have seen two different (even having
a common deontic root) logical approaches for characterize normative con-
cepts: while the first focuses on the notions of power and delegation, the sec-
ond concerns on the definition (and manipulation) of normative systems. Fi-
nally, a different (even presenting some limitation) characterization of power
and delegation has been considered.

2.3.3 Reasoning about Norms: Deliberate Normative Agents

Norms and normative actions usually affect the actions and, considering a
step before, the decision process of agents. It is worth to pay some attention
also to the formation of the normative goals ([32]).
The question of how can agents aquire new norms, partially isolate the dis-
cussion from the MAS field, since the focus will be now on the single agent
and on its internal processes. But since a MAS is based on single agents
grouping together, the above question cannot be ignored and also brings to
another one: when can agents violate a norm? Even if this can seem weird
or inconsistent with respect to all the previous discussions, an agent can
have a nice utility while violating a norm, for example resolving the debate
between two conflicting norms.
We are focusing on single agents because the norm acquisition calls into play
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the autonomy of the agents. The investigation will deal about the norm ac-
ceptance, while considering that autonomous agents can filter out incoming
requests, and about the violation, i.e. the alternatives to the normative de-
cisions an agent can take.
So the desiderata is not having just autonomous agents but norm-autonomous
agents.
An agent is norm-autonomous when it is able to decide whether a proposi-
tion is a norm or not, understand if such a norm can involve its case and
decide whether to obey to it or not. Finally, it can decide to reissue a norm,
monitor others’ behaviors and eventually sanction them.
When an agent faces a normative input, then it can decide to accept it as a
norm.
This process can basically fail at several points: while evaluating the norm
itself, considering the authority and reliability of its source or evaluating the
motivations of the norm (e.g. private interests of some other agent).
When a norm is recognized as such, then a normative belief is created(i.e.
the agents knows that such rule exists; see [2] for a full account of the Belief-
Desire-Intention paradigm).
The creation of a normative belief is not enough for create also a normative
goal. The step of acceptance is needed and in general a norm-autonomous
agent accepts a norm when it considers such norm as instrumental with its
own goals, i.e. the norm does not interfer with its affairs.
There is anyway room for autonomous formation of rules inside an agent:
an external rule is not the only necessary condition to form a normative goal
(otherwise where norms could come from?).
Once accepted a norm becomes a normative goal which is different from a
candidate goal because of the different motivations which can make an agent
choose between them.
At this moment the norm has become a goal and it’s here that an agent can
decide to not behave in conformity to it, for many reasons.
A norm can be in contrast with some fundamental goal of the agent then
the decision of violate it depends on factors like the possibility and the kind
of punishment, the importance of respecting the norm in the society, the
consequences of violations over the society.
Another reason can be a conflict with other rules: the agent has to decide
which one has to be observed and which to be dropped. The agent can also
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think that the norm does not involve itself but it is referred to some other
group or it can have no material possibility to conform its behavior to it.
An important characteristic of norm-autonomous agents is that when a norm
is accepted, then the agent will monitor and check other agents will respect
it: norm acceptance can be seen as a contribution of spreading a norm.
This also brings to another issue about the decision of behavior of the agent:
under some conditions, the agent can decide to observe the norm but only
internally, thus not contributing to spread it or control it on others.
In order to realize all the properties and richness of behaviors above depicted,
the norms need to be mental objects ([27]): some mental representation of
norms must exist in order to effectively allow agents to effectively reason
and deal with them, since norms are fundamental in the reasoning process
of an agent.
From now on we will refer to agents having such explicit notion of norm as
deliberate normative agents.
Such agents are norm followers, as we have seen before, because they can
conform their behavior to norms. At the same time, it can be the case that
agents can cheat because it is convenient for them, they disagree with re-
spect of some norm or they have to solve some inconsistence between norms.
Regarding these last points, we can consider them as intelligent violations
of norms.
Intelligent violations can significantly help agents to deal with uncertainty
and complexity of open and dynamic environments.
Furthermore, such agents can detect and act in consequence of violations of
norms by other agents (see also above).
Deliberate normative agents are strongly autonomous and the only control
that can be imposed on them is by issuing norms to limit their behaviors.
Norms impact on goal generation and goal selection, and indirectly over plan
generation.
An architecture for deliberate normative agents is provided in [27] and it is
a significant contribution because it addresses an explicit model of reasoning
embedding norms, which is not so common in literature.
Until now the effort has been focused on push norms into agents’ behavior.
But a norm involves at least two individuals: one is the issuer of the norm,
the other is the bearer of the obligation and it has to respect it ([28]). The
issuer’s intention is that the bearer fulfills the norm: sanctions can also be
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applied if this does not happen.
The application of norms is forced by the issuer.
It is worth to point out that both the involved parts we stated before are
deliberate normative agents.
Hence the bearer would eventually consider whether to fulfil an obligation
or not, even considering the kind of punishment it can face.
The sanction is not automatic: the issuer has to recognize that the obliga-
tion has been avoided in some way and then decide whether to punish the
bearer or not, according to all its mental status. It can be the case that an
issuer discovers an infraction but it decides to avoid punishments because
they could lead to an indesirable situation for any reason.
The bearer of an obligation has then to reason about the possible mental
states of the issuer and of the other agents in the system, in a recursive
modeling of agents.
Doing in this way, the bearer can try to guess when some malicious behavior
can pass unpunished. But the main advantage of recursive modeling is that
an agent has more informations to use while deciding the actions to do.
In order to allow the recursive modeling, an agent must be aware of the
goals of the other agents and eventually be able to adopt some of them, and
it must be able to foresee the reactions of the other agents with respect to
its possible actions.
An architecture for agents, which takes full advantage of the above discus-
sion, is presented in [28].
An agent, basing on his knowledge and from the informations of the re-
cursive modeling, faces a choice between many possible alternatives: the
selection of one of them is determined by a utility function.
The utility function is calculated on the set of possible states in which the
other agents, according to the recursive modeling, would come after a cer-
tain action of the agent.
So the actions of an agent influence other agents’ ones. It is worth to point
that this happens only if other agents recognize that something has hap-
pened.
Since we are in a context of agents, actions can fail: so the action performed
by an agent can fail, as well as the action of recognize some other agent’s
action. The same is, once recognized an action and decided a punishment
for some reason, for the action of sanctioning someone.
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For the issuer, the sanctioning has the effect of produce another obligation
(e.g. paying a ticket, go to jail) that will be processed by the bearer in the
same way of all the other obligations it currently has. Since an issuer is
an agent, the decision of sanction someone will be suggested by the utility
function, hence it is the best choice in that moment: this could not always
be the case and the issuer can skip sanctioning a bad behavior because it
will not get some advantage from punishing the malicious bearer.
Usually it is not always the case that fulfilling an obligation brings to direct
advantages for an agent. It is more easy and plausible that this has a cost.
So the decision to behave according to a norm is basically a wondering be-
tween different costs, namely the action and the eventual sanction.
All actions have a cost, also the control of some other agent’s actions by the
issuer.
This last observation, combined with the possibility of actions to fail, opens
the way to one more argument on the issue of avoiding a punishment.
An agent can perform some action (once evaluated the costs also for this
one, as discussed before) in order try to confuse the issuer while it is check-
ing the fulfillment of some obligation.
Another side of this matter is that an agent has to fulfill an obligation in
a way that is not only subjectively recognizable by itself, but also by the
issuer.
Summing up, agents can be able to reason on rules, decide (or not) to adopt
them and, even if they know about such rules, they can still do not agree
or find unconvenient to behave accordingly. Furthermore, they are able to
think a way to make another agent to believe they behaved correctly even
if they didn’t.
The aim of the above discussion was to wide a bit the scope of the contri-
butions on the field of the norms, realizing that the normative side is highly
problematic because it involves issues both at the overall organization level
and at the individual level.
We have seen that norms can have different meanings and be implemented
in a more or less explicit way. It is not easy to capture all the featherings
of norms in all the aspects of the ongoing of an institution.
And even when good formalizations of the norms inside an organization
are achieved, then the accomplishment of the norms by agents is not a
straightforward matter because agents are, by definition, independent and
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self-interested entities.

2.4 Coordination

When we were giving some motivations for the investigation on electronic
institution, one of the reasons was to achieve complex goals.
Complex goals can be usually decomposed into sub-goals that can then be
distributed among the agents, basing on roles, competencies and so on.
Difficult tasks are then composed into simpler tasks: once the simpler tasks
are assigned and executed by agents, then the results have to be put to-
gether.
We can see that coordination plays a fundamental role while an institution
is under deployment.
Coordination is the process which manages the dependencies between the
single activities (i.e. the simple tasks resulting from the decomposition of
the main goals).
In the following, the focus will be on the coordination mechanisms, rather
than how the sub-tasks are generated and assigned.
In particular, we will give account of different trends of research, at first the
achievement of coordination through environment artifacts, then a coordi-
nation management based on roles and a logical account concerning on how
different structural organizations can achieve an effective coordination.

2.4.1 Artifacts

Coordination is a property which is common not only in a organizational,
or even just human beings, context.
Quite sophisticated forms of coordination are also achieved in the animal
kingdom.
Humans can speak, contract, agree or disagree. But not all the animals
(very few, by the way) can do the same.
This observation let us see that coordination is not so strictly realated with
direct interactions and explicit communications.
Stigmergy is a mechanism which has been observed in ants and other social
insects.
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For example, when an ant finds some food, it is difficult that it will be able
to bring it all alone to the nest: by leaving traces of pheromones on the
ground, it can indicate the way to the food to the other ants.
So stigmergy is a way of achieving coordination while leaving signals in the
environment: it can be achieved also by very simple animals and not so
individually so-intelligent animals.
Stigmergy is just an example to introduce the concept of achieving coordi-
nation while acting somehow on the environment.
This can also be applied to heterogeneous multi-agent systems with the ad-
dress to reach a general purpose (it’s not only ants!) coordination paradigm
based on environmental abstractions which are called coordination artifacts
([24]).
The concept of artifacts is not only present, as we have seen, in nature but
it is quite common in our society too.
A traffic light is a good example: it allows to avoid car accidents by regu-
lating the flows of cars (and even pedestrians).
This example helps underlining a distinctive property of these artifacts: they
can realize coordination between heterogeneous agents which can ignore the
existence of the other.
Again considering the traffic light example, when you stop at a crossroad
because of the red light and you see someone passing because he has a green
light, you don’t know this guy but anyway you two have achieved a coordi-
nation: you avoided to crash one into the other and in few seconds you will
also have the green light and you could pass the crossroad without damages.
It is worth to stress that you don’t know who is the other, we can say, agent
(in the road system environment where the traffic light is a coordination
artifact): it can be a different kind of agent with respect of you (e.g. man-
woman, old-young).
Coming back to the multiagent system area, a coordination artifact embeds
and provides coordination services which can be used by agents in a social
context. It is persistent in the environment where it is situated.
An artifact makes available operations to be executed on it and a coordi-
nation behavior specification which are the coordination rules for put into
practice the mechanism. In general it can be argued that these operations
are simpler if compared to the realization of protocols of direct and explicit
communication, negotiation, agreement and so on.
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It is worth to note that artifacts embed a constructive aim, in the sense of
create and compose (even complex) social activities, and also a normative
aim: their abstraction can rule and influence the ongoing of activities.
Accessibility is a key concept as we as seen before, because agents need to
know how can use the artifact. Hence, artifacts must provide, if asked, some
intructions on their behavior, use and meaning.
But this can also be seen in another way.
Artifacts can constitute a social memory for the agents environment they
are in: saving traces of the performed actions by agents, it can draw an
history of the performed actions. Such an history can also be more general,
involving groups of artifacts.
Coordination artifacts are not limited to flat MAS environments, they also
support institutions: different actions can be available to agents, depending
on the institutional rules and the role of the agent.
Hence, they support both individual and social goal achievement.
Now let us spend some words on how an artifact can be realized. In general,
an agent implementation is not appropriate. We can see many differences
between agents and artifacts, in particular the latter do not have an au-
tonomous, pro-active behavior, reactivity (even if it could be desirable some
response to unexpected events) and a (possible) social behavior. Artifacts
are better characterized as objects, where methods are the possible actions
that agents can perform.
A formal (not logical but operational and development oriented) model for
coordination artifacts is presented in [25].
Artifacts can be used in real systems to implement mediation and coordi-
nation of access to a shared resource, thus embedding the policies of access
and resource management that are agreed on that.
Another practical example could be an artifact giving form to a sort of
electronic blackboard, thus mimicking a broadcast communication (even if
limited to the agents interacting with the artifact but in general,if no con-
straint is posed e.g. for insitutions, every agent can access the informations
posted by other agents).
The Follow-me situation ([25]) can be described as an agent who acts as a
guide or explorer, maybe in an unknown environment, and another agent
following its paths.
The guide interacts with the artifact which stores the steps the guide is per-
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forming. The follower will access such informations in a later moment: this
is possible since an artifact are persistent and saves the traces of the actions
performed (see the above discussion over the social memory).
More sophisticated extensions can be built upon such toy situation, e.g. a
maze where the guide can get lost and backtrack and the follower only per-
forms ’safe’ steps i.e. without possibility of backtracks.
Practical experiments have been realized in the TuCSoN MAS infrastruc-
ture ([26]).
Before tackling direct communication-based, explicit coordination, we have
seen that some forms of coordination can be realized basing on the envi-
ronment of the MAS. The presented coordination artifacts provide actions
that agents can use to achieve coordination, even with no awareness of the
counterparts of the coordination. No direct communication is performed
without agents: this is a strength when the involved agents have little com-
putational resources. The coordination is accomplished indirectly, with a
the intermediation of the artifacts.
In the next subsections more direct approaches will be shown.

2.4.2 Managing Sequences of Actions

Cooperation is a process controlled by normative rules to which cooperating
partners commit themselves when accepting a certain role ([19]).
Roles are used as interfaces between the normative rules and the agents
committing to such role. Roles also explicit which kinds of capabilities or
expertise are needed to play them.
Agents’ duty will be to accomplish the needed tasks in order to satisfy all
role’s requirements.
The cooperation process is seen as a set of distinct stages which model the
interactions. Thus there is a clear separation between the organization of
agents and the cooperation processes.
This sharp division allows to achieve transformability: the organizational
structure can be changed without affecting the cooperation process defini-
tion, and the other way round also holds.
While the cooperation is running, the one or more stages are active and a
certain number or roles are coupled with them, hence a certain number of
agents is currently executing some tasks. When the goals of a stage have
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been reached then the cooperation process control moves to one or more
sequent stages.
Usually the preconditions of a stage are the goals of the previous stage.
Such a modelling in stages, related each other as sketched before, allow the
management of complex sequences of actions.
The same role can be played by different agents in different stages and in
general the role is asynchronous with respect to the agent is playing it be-
cause it has to control what the agent is done, thus checking the tasks are
correctly done following the requirements which are embedded in the role
itself.
The presented approach is specified over an extension of Petri nets and it al-
lows to achieve an effective cooperation and coordination for difficult tasks,
exploiting the organizational paradigm by means of roles and norms.

2.4.3 Structure-dependent achievement of Coordination

As we have seen in the previous section, roles are a key component in the
specification of the coordination process.
Different organization models will lead to different kinds of dependency re-
lations between roles, thus affecting also the way a coordination can be
achieved ([31]).
In section 2.1 we have given a brief overview of several organizational paradigms.
Among them, three in particular have achieved a quite wide range of ap-
plication in the literature and in practical real world applications, namely:
hierarchy (tree-like), market and network.
For all such three approaches, different ways of coordination are supported.
In hierarchies agents are cooperative and not self-interested: they all con-
tribute to the global goal of the organization. The coordination can be easily
achieved by using the control lines defining the structure.
At the opposite, markets are composed by self-interested agents: the co-
ordination has to be preceded by communication (getting in touch) and
negotiation.
In networks there are still self interested agents but they exchange some of
their freedom in order to have trust and secure relations, according to social
norms agents commit to. Here the coordination is realized by exploiting
mutual interest between agents, evaluated with respect to norms and trust.
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The coordination is based on dependency relations between roles. Different
paradigms show different kinds of dependencies.
In hierarchies the dependency relation from parent to child node in the
tree does not give freedom of choice to che child because it knows from the
organizational structure that it has to accomplish the duty the parent is
delegating to it.
The power is the reason why the child accepts the delegation of the task.
In markets a negotiation occurs between the parts: the parent role of the
dependency relation can request some performance, the child will decide
which performance it can propose to do. If an agreement is reached at the
end of the negotiation between the two, then the latter will commit to the
task.
In a network, previous agreements between the involved roles stand at the
basis of coordination achievement.
In the last two cases we have the notion of authorization: if the child has
committed itself to provide a certain service to the parent, then, when re-
quested, such a request has the aspect of an obligation for the child. The
difference stays in the way such commitments are taken, if after a negoti-
ation in a market or for some form of agreement for mutual interests in a
network. A further reason for an agent to commit itself to a request from
another agent is charity: without power relation nor negotiation nor agree-
ment, the agent agrees with the request and commit to it.
It is quite straightforward to see that hierachy provides the most efficient
fashion of reaching a coordination. A little number of communications is
needed and the command links between agents are effective in creating com-
mitments in the target agents because of the power relations.
Much more communication is needed in markets and networks to create
the agreements which are the first step to get a commitment. This reflects
the fact that the cost of transactions between agents directly affects the
chosen organizational structure: high costs lead to hierarchy (less number
of well-directed communications). On the other hand, low costs allow the
mantainance of markets and networks which are more open and exhibit a
great number of communications.
The use of speech acts is the tool that allow the realization of the coordina-
tion.
The strength and the effectiveness of speech acts in this context heavily
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depends from kind of relationship between the agents. Basic illocutions for
the purpose of coordination can express the request, the acceptance and the
proposal of some commitment. A sketch of the logical characterization of
this coordination framework is presented in [31].

In this section we have seen a further way to take advantage from the orga-
nizational structure: the definition of coordination processes basing on roles
and role relationships. The presented approach underlines fundamental con-
cepts for achieving an effective coordination in an organization, even if the
referred paper is still a foundational one.

2.5 Implementations: a Middleware Approach

In the previous sections, the basics of electronic institution has been intro-
duced surveying some of the most relevant contributions from the literature.
These concepts are not unrelated each other as they contribute to form a
theoretical foundation for the study and the analysis of electronic institu-
tion.
At this point, it is worth to point out an example of deployment of such
teories.
This section provides a brief overview over two recent, state-of-the art im-
plementation approaches of electronic institutions.
Both share the property of being a middleware, thus mediating between sin-
gle agents and the institution and the other agents.
They have different implementation issues that bring to different results and
potentials.
The first approach we consider is EIDE, where modelling of the institution
is based on the interaction-centered perspective which has been described in
the previous sections. Then S-Moise+ implementation is described, together
with its theoretical foundations. Finally, a comparison of the two is given
together with a discussion over their limitations.
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2.5.1 EIDE

EIDE ([17]) is a development environment for electronic institutions. It is
based on the theoretical foundations stated in [15, 16] which have also been
described in section 2.2.1 and section 2.3.1.
The theoretical approach is developed with the interaction as central con-
cept: the institutions usually show ripetitive patterns of behavior. These
repetitions are then made concrete in the scenes. Recall that scenes define
also the necessary context to interpret the meaning of (dialogical) actions.
The performative structure is a graph where nodes are scenes and on the
edges conditions are defined for agents moving from a scene to another one
( for further details, see the above stated section and/or the references).
The approach adopted in EIDE is top-down: first the organization is defined
and then the individuals, i.e. the agents.
The specification of the components of the organization is supported by
ISLANDER ([14]) which is a tool based on the above stated theoretical
foundations.
This tool allow the (graphical and textual) specification of, for example,
conversation protocols, role relationships in the dialogical framework, the
structure of the performative graph.
ISLANDER also supports a static verification of the specification: it can
check integrity (each referenced element has a definition), liveness (agents
don’t get stuck in a scene, scenes are reachable), protocol and normative
rules correctness (agents can reach the scenes which are required to fulfill
the rules).
The dynamic verification is supported by a second tool named SIMDEI
which can run a simulation of the specification.
It is worth to point that agents can be generated from the specification only
partially: the institution does not provide the definition of how agents deal
with decisions.
But for what concerns the specification, the aBUILDER tool provides skele-
tons of agents which have to be completed and customized with at least
their decision processes.
Once that the institution has been correctly specified and the agents pro-
grammed, then the focus can move on the deployment of the institution
itself.
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The proposed architecture is composed by three layers: the autonomous
agents layer, the AMELI social layer and an underlying communication
layer.
The AMELI middleware is a social layer, i.e. a layer mediating between
agents and the institution and facilitating the communications among agents:
there is no direct interactions between the agents.
AMELI enforces the rules of the institution on the participating agents, by
validating or rejecting, thus acting as a filter, their actions with respect to
the specifications.
This guarantees the correct performance of the scenes (rejecting illegal illo-
cutions), admissible transitions of agents from scene to scene and the control
over commitment and fulfillment of goals.
Let us see now some details about the middleware.
AMELI is a multiagent system itself. An institution manager is created at
start of the execution: its duty is to allow agents join the institution and
keep informations about the participants.
There is a transition manager for each transition between scenes, checking
the accomplishment of the associated conditions.
Similarly, there is a scene manager for each scene and it guarantees that the
scene protocols are observed.
These three kinds of agents are internal to the layer and their are not ac-
cessible from the agents.
What an agent can see and interact with is its corresponding governor agent
which is the gateway for acting in the institution: each agent has assigned
its governor.
When an agent wants to join the institution, then it request the institution
manager agent and if the request is successful, then the agent is connected
to its governor.
The four presented tools form a circle starting with ISLANDER, whose
specification is the imput for SIMDEI who contributes to its verification.
Then the verification is used by aBUILDER to generate the skeletons of the
agents. When agents are programmed, then the deployment can start us-
ing AMELI. After experiments with AMELI, the specification can be again
submitted to ISLANDER for further tayloring and the circle of development
can start again.
EIDE is a complete environment to create an electronic institution, support-
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ing all the necessary developing steps.
The insitutional middleware strongly enforces the insitutional rules: no
’wrong’ actions can be done since they are rejected so that the institution
is not affected by them and hence it is protected by malicious or dangerous
behaviors of agents.
A less intrusive form of control is described in the next subsection.

2.5.2 S-Moise+

S-Moise+([23]) is the middleware implementation following the Moise+ or-
ganizational model.
In the following, we will first give a brief overview over the Moise+ model
and, after that, we will describe the characteristics of the implementation.
The aim of Moise+ is to provide an organizational specification. Once a
group of agents adopt such a specification, they make an organizational en-
tity run.
Such a specification is composed by three parts, namely a structure specifi-
cation, a functional specification and a deontic specification.
Let us now briefly sketch them.
The structural specification deals about roles, the links between them and
their aggregations. Such aspects lie on different levels and respectively the
individual, the social and the collective level.
At the individual level, the roles and the associated expected behavior are
defined.
The social level deals with the description of different qualities of links be-
tween roles, namely acquaitance,communication and authority links.
These links can be both inter- or intra-group. Regarding the authority links,
they also imply related communication and acquaitance links.
Groups are defined at the collective level where the aggregations of roles are
stated.
The functional specification describes how the global goals of the organiza-
tion are decomposed into subgoals which are then assigned to agents.
This decomposition is a tree: the root is the global goal and the leaves are
(sub)goals which can be achieved by agents.
The assignments of subgoals to agents is defined in the deontic specification
by assigning to roles permissions (i.e. the agent can commit to a goal basing
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on his own choice) or obligations (i.e. the agent has to commit to the goal)
to commit to a certain goal.
The middleware implementation approach for S-Moise+ has some differences
from the one described in the previous section and it is worth spending some
words on that.
Both EIDE and S-Moise+ embed the institution entity in the middleware
and both implement this intermediate layer as a multi agent system itself.
In S-Moise+ there are the governor agents too, one for each agent partic-
ipanting in the insitution, which work as interface between the individual
agents and the institution and gateway for the communications.
In EIDE the stress was on the interaction of the agents and the realization
of a perfomative structure lead to the need of dedicated agents controlling
the correct flow of agents through the scenes, thus performing the honest
behaviors.
The Moise+ definition of institution has a quite different approach as we
have seen above: decomposition of goals in agent-achievable subgoals and
their possible assignments to roles.
The organisational layer S-Moise+ embeds, a part from the governor agents,
one only more agent, namely the organization manager. The organization
manager mantains the current state of the organizational entity, i.e. the
bindings of agent with roles, the created group, the committed goals and so
on.
Agents communicate, by their governors, with the manager when they cre-
ate some organizational event like a role adoption, a group creation or a goal
commitment: the manager can update the current state of the entity if such
events are consistent with the specification of the organization.
Such a consistency is checked against constraints about the numer of allowed
role players, roles compatibility, permissions or obligations on commitment
(an agent cannot commit to a goal if it has no right to do that).
Organizational events have a precise characterization: arguments, precondi-
tions and effects.
These updates can create new commitments: the duty of the manager is to
communicate such upcoming obligations to the corresponding agents.
Such a situation can also happen while, during the ongoing of the organiza-
tion, some goals are achieved: this can change the goals to achieve for some
agents and it’s again the duty of the manager to retrieve the new goals and
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inform the relative agents.
This mechanism concretely realizes the coordination of agents, according to
the functional specification of how goals are decomposed and in which order
the subgoals have to be executed to complete the global goal.
Let us now speak about the governor agents. It is worth to note that an
agent and its respective governor lie on two different layers: while the first
is in the application layer (and belonging to the MAS environment), the
second is part of the organisational layer.
Governors link the agents with the underlying communication layer and with
the organizational manager.
When an agent wants to adopt a role, communicate with another agent or
have some information about the organization, it ask for a service its gov-
ernor.
Then, the governor agent will communicate with the organizational manager
or to some other agent (via its corresponding governor first).
An information request will involve the organisational manager: if an ac-
quaitance link exist, then the manager will return only the information the
agent is allowed to have. Furthermore, the governor agent can be contacted
by the organizational manager when new obligations arise. The duty of the
governor agent in this case is to make the agent it has in charge aware of
the content of the communication from the manager. Then it will be agent’s
responsibility to pursue and achieve the new goals and obligations.
By now, no sanctions are available if the agent does not behave as expected.
The differences between the two approaches stands in the way the middle-
ware influence the actions of agents.
While EIDE forces the agents to embed themselves their duties and then
stricly control their behavior, in S-Moise+ the organization (which of course
by now lacks of authority and control over the accomplishment of goals by
agents) contributes in informing the agents, in particular about new goals
they may have to commit depending on their actual role(s) and the current
situation of the institution with respect to its global goals.
Both approaches are realized by using an organzational layer, with the dif-
ferences we described above. Such differences come in part from the different
theoretical foundations the applications rely on which are reflected in dif-
ferent needs at implementation time. But differences also stand in the way
the institution is meant to run.
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AMELI is probably too strict since it does not admit any kind of behavior
or action which has not been stated in its prior specification, thus allowing
agents very little freedom of choice. The approach brings to a straightfor-
ward accomplishment of goals, thus sacrificing agents’ individuality.
This trade-off is due to the theoretical foundation: if the organzation is con-
ceived over interactions, giving higher degree of discretion would lead to an
increase of the complexity of the specification and an objective impossibil-
ity of considering and handling all possible cases. Since open systems and
architecture requirement-free agents are assumed, the interaction-centered
approach lead to a restrictive and controlled formalization since it cannot
handle a priori all the possible and yet unknown patterns of behavior.
On the other hand, S-Moise+ gives a nice degree of freedom of choice to
agents but it lacks on controlling goals are actually done. It performs checks
over the organizational actions but in general it does not prevent the case
of an agent doing some action which damage the institution.
In this section we have seen that all the concepts we discussed before about
the theoretical components, have a key use in the practical implementation
of electronic institutions.

2.6 A Logic for Organizations

In section 2.1 we have seen that many different types of organizational struc-
ture, with many and particular properties, has been investigated, for many
purposes.
Nevertheless, all such structures share a common property: they are monodi-
mensional. The links between the agents composing the organization are of
one only type.
In [30], the need of a differentiation in the quality of links between agents
is recognized and the logic foundations for a richer, multi-dimensional defi-
nition of an organization are proposed. This will allow to define interesting
and desirable properties of organizations.
We start definining the syntax and the semantic of the Org logic.
We have a finite set of role names AR, a finite set of agent names Ag,a
set of atomic propositions P0 and the standard propositional language L0



2.6. A LOGIC FOR ORGANIZATIONS 57

built on it,a set of parametrized actions A (denoted α(a), meaning that the
action is peformed by agent a) containing,among the others, elements like
delegate(a, b, Φ), inform(a, b, Φ), monitor(a,DONE(α(b))).
The set Pr contains specific propostions regarding norms, objectives and
informations of roles in the form norm(r, Φ), obj(r, Φ), inf(r, Φ); Ps is a set
of propositions concerning structural configurations: Power(r, s),
Coordination(r, s), Control(r, s), rea(a, r), meaning that a relation of power,
coordination and control holds between the roles and that agent a plays role
r with a, b ∈ AR, r, s ∈ Ag.
The formulas of Org are defined recursively defined as follows:

- P0 ∪ Pr ∪ Ps ⊆ Org

- if Φ,Ψ ∈ Org then ΦlandΨ,¬Φ ∈ Org

- if Φ ∈ Org and a ∈ Ag then Ka(Φ), Ga(Φ), Oa(Φ) ∈ Org

- if Φ ∈ Org and α(b) ∈ A then [α(b)]Φ ∈ Org

- if α(a) ∈ A then DONE(α(a)) ∈ Org

mplication,or and bottom can be defined as usual.
We will give the formal semantics of such formulas, but before introducing
the model for this logic, we still need to define the organizational structure:

〈Roles ∪Agents,Rpower, Rcoordination, Rcontrol, Rea〉

where Rea ⊆ RolesxAgents indicates which agents play which roles and
the R relations are irreflexive binary relations on roles characterizing power,
coordination and control.
The Org model is as follows:

〈OS,W, (Ki)i∈Ag, (Gi)i∈Ag, (Oi)i∈Ag, (Rα(a))α(a)∈A, I, J〉

where:

• OS is an organizational structure

• W is a set of possible worlds

• (Ki)i∈Ag are equivalence relations on W
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• (Gi)i∈Ag and (Oi)i∈Ag are serial binary relations on W

• (Rα(a))α(a)∈A are binary relations on W

• I : (P0 ∪ Pr) → 2W maps atomic propositions in set of worlds where
they are true

• J =< Ja, Jr > are mappings of agent names into agents and role
names into the corresponding roles

The semantics is defined as:

M,w |= p iff w ∈ I(p)

M,w |= Power(r, s) iff Rpower(J(r), J(s))

M,w |= Coordination(r, s) iff Rcoordiation(J(r), J(s))

M,w |= Control(r, s) iff Rcontrol(J(r), J(s))

M,w |= rea(a, r) iff Rea(Ja, Jr)

M,w |= ¬Φ iff M,w 6|= Φ

M,w |= Φ ∧Ψ iff M,w |= Φ and M, w |= Ψ

M,w |= KiΦ iff ∀u ∈ Ki(w), M, u |= Φ

M,w |= GiΦ iff ∀u ∈ Gi(w), M, u |= Φ

M,w |= OiΦ iff ∀u ∈ Oi(w), M, u |= Φ

M,w |= [α(b)]Φ iff ∀u ∈ Rα(b)(w), M, u |= Φ

M,w |= DONE(α(b)) iff there exists only one u ∈W s.t.(u, w) ∈ Rα(b)

Power, coordination, control and the the assignment from agent to roles
make use of the relations defined in the organizational structure.The boolean
formulas behave as expected.The semantics of the operators is given on the
basis of standard Kripke models.
Let us spend few words on the expression [α(b)]Φ which can be read as the
execution of the action by agent b necessarily leads to a possible world in
which the formula holds.
The following axiomatizations are assumed: S5 for Ki, KD for Gi and Oi,
K for actions [α(b)].
We can observe that no fomal semantics for the elements of Pr is provided:
this happens because the use of these propositios is to reason at agent level.
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So we can assume:

rea(a, r) ∧ norm(r, Φ) → KaOaΦ

rea(a, r) ∧ obj(r, Φ) → GaΦ

rea(a, r) ∧ inf(r, Φ) → KaΦ

These assumptions express the effects on agents of the predicates, i.e. when
an agent plays a role,the norms create in it the consciousness of an obliga-
tion, the objectives create goals and the informations create knowledge.
The behavior of the organizational actions is characterized by two facts: they
always determine the knowledge abount the effects the agent expects (i.e.
Ka([delegate(a, b, Φ)]Ψ) → [delegate(a, b, Φ)]KaΨ and similarly for inform
and monitor) and the actors always have the knowledge about the effects of
the actions they perform (i.e. [delegate(a, b, Φ)]Ψ→ Ka[delegate(a, b, Φ)]KaΨ
and similarly for the others).
Still regarding the organizational actions, some last observations can be
done: an agent cannot delegate a goal it doesn’t actually have and similarly
it cannot inform about a knowledge it does not own. The monitoring action
is informative: it creates in the controller either the knowledge an action
has been done or not.
Now, the characterization of the structural relations of power, coordination
and control is needed to complete the picture.
(Power(r, s) ∧ rea(a, r) ∧ rea(b, s))→ [delegate(a, b, Φ)]ObΦ
If a power relation exist then a delegation action brings to an obligation.
(Coordination(r, s) ∧ rea(a, r) ∧ rea(b, s))→ [inform(a, b, Φ)]KbΦ
The coordination allows the communication.
(Control(r, s) ∧ rea(a, r) ∧ rea(b, s) ∧ [α(b),Φ)→

[monitor(a,DONE(α(b)))](¬Φ→ OaΦ)
The control leads to an obligation in the controller.
(Control(r, s) ∧ rea(a, r) ∧ rea(b, s) ∧ [α(b)]Φ ∧Ka(ObΦ))→

Oa(DONE(monitor(a,DONE(α(b)))))
The controller feels the obligation to monitor whenever an obligation is
known in the controlled agent. So far we have seen that three basic dimen-
sions of the organization are detected: the relations between agents can be
established at different levels, namely control, coordination and power. In
order to better accomplish the objectives of an organization, two general



60 CHAPTER 2. LITERATURE OVERVIEW

principles can be assumed: the organization structure should assure that
all agents are aware of their duties(ought implies know) and it should also
understand it is objectives are met (successful performance). The above
mentioned principles can be implemented as condintions while defining the
organizational structure. This leads to the definition of sound organiza-
tional structure: recalling the definition of organizational structure, two
condintions are added. If a power relation exist between two roles, then a
coordination path between such roles (ought implies know) and an agent in
control relation with the subordinate role (it can be the superior itself, this
implements the successful performance) must exist.
We can think about the different dimensions as directed graphs: the study
about properties of directed graphs will allow to define all the desired prop-
erties of the organization, as well as avoid eventual problems.
In particular, the number of incoming power arrows in one agent brings to
an ambiguous command authority over the agent. This can even cause the
adoption of conflicting obligations for the agent. Hence, the modelling of
the graph for power has to be carefully modeled. Further work on this issue
is possible and left open for this moment.
Also the coordination graph needs particular attention: one only source of
knowledge is usually not suggested: many sources (possibly coherent) and
strongly coordinated coordination graph can guarantee a successful and use-
ful information exchange.
Despite the sketched problems (the presented paper was fundational, more
work can be expected) that can come up, this approach presents many in-
teresting and fundamental concepts for modelling an organization: the dif-
ferentiation of the links between agents and the need of an efficient flow of
infromations among the others.

2.7 Conclusions

The aim of previous sections was to give an account of the recent results
and trends of research about topics regarding theoretical foundations and
practical implementations of Electronic Institutions in MAS.
Many problems are still open or not fully satisfied and, among all, we men-
tion the formalization of the society and its mechanisms, the matching of
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formalization with implementations, enabling dinamic changes of the organ-
isational structure.
We have seen that the origin of the contributions range over different fields
inside and even outside the computer science.
Such contributions often tackle partially the overall problems and that is
why this chapter has a sense and a goal. Rather than only giving an ac-
count of complete approaches, i.e. from formalization to implementation and
deployment, a complex mosaic of contributions have been provided, finding
the significant pieces in the literature and placing them into a broader pic-
ture.
We have considered the structure, i.e. the physical shape of insitutions and
then we moved to see different views on roles, norms and coordination.
Such concepts are the backbone of institutions.
While the roles define the kind of participants (together with their rights
and duties) which are needed, the norms fix the way they can (and cannot)
behave and act; the coordination deals about how to manage the activities
and put them together to pursue the overall complex goals of the institution.
In the first sections the considered contributions were partial and limited to
one or few of those aspects or one of its characteristics or issues.
Then two full accounts have been sketched, representing the state of the art
of implementation of an institution.
Finally, a rich, yet foundational, logical account of institution, capturing
necessary issues, has been presented.
The research on institutions is currently full of life and inputs, mainly be-
cause of the great number of possible applications and the encouraging ob-
tained results.
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Chapter 3

EVOLP: an introduction

Logic has always been a major tool for expressing knowledge in a precise and
unambiguous way, since the early days of philosophy and scientific thinking
in general.
Besides its formal language, logic also provides mechanisms enabling to start
from some premises and get to their consequences, to determine truth or fal-
sity of statements given other statements, to verify consistency of a claim
and validity of arguments.
Computers are much more recent: logic has been used to study the design
and the potentials of computer and computer programs.
Starting from the Sixties, logic has been directly used as a programming
language, thus conceiving the term of Logic Programming (LP).
The approach of Logic Programming is radically different from the one
adopted by mainstream programming languages such as C or Java. The
latter approach makes humans adapting to a set of instructions whose ori-
gins reside in the operations of an abstract model of computers, namely the
von Neumann machine, which lies at the basis of the architecture of modern
computers. The von Neumann machine is composed by a large memory
and a processing unit with some cell called registers: data is loaded from
memory to the registers, the processing unit performs some calculation and
the new values of the registers are stored back into memory.
The idea of Logic Programming is to allow programmers to concentrate on
the problem, using instructions which are easy to provide for humans to the
computer, avoiding to deal with operational (maybe machine-dependent)

63
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details.
A program is composed by logical axioms, expliciting the knowledge about
the problem and the necessary assumptions to solve it. Axioms are of the
form A if B1 and ...and Bn and they can be read as ’to solve A, solve B1

and ... and Bn.
A mathematical precise characterization of the meaning of a program is
provided by the declarative semantics. There are several ways to define
the declarative semantics of logic programs: the two most common are the
proof-theoretic, where the execution is an attempt to solve the problem en-
coded as a goal statement, and the model-theoretic, where to each program
a model (or a set of models) is associated. The latter approach is the one
taken by EVOLP.
Logic Programming has proved to be a good and effective representation
language for static knowledge. Its logical foundations enable a nice level of
abstraction with respect to the problem domain.
But when we move to open and dynamic environments, typical of the Multi-
Agent Systems paradigm, then we face the limitations of Logic Program-
ming: considering, representing and integrating logic updates from both
external and internal sources become a key issue.
Agents perceive the changes happening in the environment they are in: such
perception contributes to change the state of mind of the agents, according
to the current state of the world.
The need for modelling the dynamicity of knowledge changing over time
has been tackled using update languages (e.g. KABUL [8]), defining several
types of update commands. Such an approach brings some problems. The
languages are quite verbose, hence they are not immediate to understand
and use; moreover this leads to an increased difficulty while proving some
property or theorem about the programs. Furthermore, the definition of
commands is far from the spirit of Logic Programming which, in pure pro-
grams has no keywords at all.
Such update keywords define finite sets of high level behaviors: it can be
a problem to define new types of behaviors which were not foreseen in the
original formalization of the languages, even if extensions of the languages
can always be defined.
EVOLP (after EVOlving Logic Programs) generalizes Logic Programming
to allow the specification of a program’s own evolution in a single unified
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way.
The approach taken by EVOLP is quite different since its aim is to stay as
close as possible to Logic Programming (hence stating as few keywords as
possible). This achieved by using assert as the only reserved keyword.
EVOLP can properly express the semantics resulting from successive up-
dates. Moreover, distinguishing from other approaches, it automatically
deals, by using its update semantics, with arising contradictions resulting
from successive conflicting specifications of updates.
In the following, we first formally introduce introduce syntax and semantics
of Logic Programs. Then, the presentation of EVOLP will be done in two
steps. First, self-evolving programs will be addressed, i.e. programs able
to deal with internal (self) evolution. Such evolution is determined by the
program itself and its initialization, as no outside inference occurs.
Then, we add the possibility for external events to contribute to the evolu-
tion of the program.

3.1 Syntax and Semantics of Logic Programs

In this section, we describe the syntax of Logic Programs and the Stable
Model Semantics of several classes of Logic Programs, which are prelimi-
nary to the definition of the semantics of EVOLP.
By an alphabet A of a language L we mean a (finite or countably infinite)
disjoint set of constants, predicate symbols, and function symbols. The
sets of constant and predicate symbols are assumed to be non-empty. In
addition, any alphabet is assumed to contain a countably infinite set of dis-
tinguished variable symbols. A term over A is defined recursively as either
a variable, a constant or an expression of the form f(t1, ..., tn), where f is
a function symbol of A, and ti’s are terms. A term is called ground if it
does not contain variables. The set of all ground terms of A is called the
Herbrand universe of A.
An atom over A is an expression of the form p(t1, ..., tn), where p is a pred-
icate symbol of A, and the ti’s are terms. An atom is called ground if all
of its terms are ground. The set of all ground atoms of A is called the
Herbrand base of A. An objective literal over A is either an atom A or an
atom preceded by the symbol − i.e. −A, representing the explicit negation
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of A. The former is referred to as a positive objective literal while the later
is referred to as a negative objective literal. The set of all ground objective
literals of A is called the Extended Herbrand base of A. A default literal
over A is an objective literal preceded by the symbol “not” that represents
default negation, i.e. it is either a default positive literal (or default atom)
not A or a default negative literal not − A. A literal over A is either an
objective literal or a default literal. A literal is called ground if it does not
contain variables. We can now define what a logic program is:

Definition. A logic program is a countable set of rules (or clauses) of the
form:

L← L1, ..., Lm

where, L and each Li are literals.

We assume that the alphabet A used to write a program P consists precisely
of all the constants, and predicate and function symbols that explicitly ap-
pear in P . The Herbrand base of P , denoted by H(P ), is the (Extended)
Herbrand base of A.
By grounded version of a logic program P we mean the (possibly infinite)
set of grounded rules obtained from P by substituting in all possible ways
each of the variables in P by elements of its Herbrand universe.
If r is a rule of the form L← L1, ..., Lm, by the head of r, denoted by H(r),
we mean L and by the body of r, denoted by B(r), we mean L1, . . . , Lm.
If m = 0 the rule is referred to as a fact and the rule symbol ← may be
dropped.
The definition of the concept of interpretation, satisfaction and model are
needed before tackling the semantics of Logic Programs.
Throughout this work, we restrict ourselves to Herbrand interpretations and
models, thus dropping the qualification Herbrand.

Definition. By a (two-valued) interpretation I of a logic program P we
mean a set of literals

I = T ∪ not F

such that T ∪ F = H(P ) and T ∩ F = {}. If F = {a1, ..., am}, by not F we
mean {not a1, ...,not am}. The set T contains all objective literals which are
true in I (i.e. those that belong to I), and the set F contains all objective
literals which are false in I (i.e. those that do not belong to I). The 2-valued
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designation comes from the fact that T ∪F = H(P ) i.e. a value true or false
is assigned to every ground objective literal. Given an interpretation I we
define:

I+ = {A ∈ H(P ) : A ∈ I} = T

I− = {not A : A ∈ H(P ), not A ∈ I} = {not A : A ∈ K, A /∈ I} = not F

Definition. Let I be a (2-valued) interpretation of a logic program P . We
say that

• I satisfies a literal L, denoted by I � L, iff L ∈ I.

• I satisfies the conjunction L1, . . . , Ln, denoted by I � L1, . . . , Ln, iff
I � L1, ..., and I � Ln.

• I satisfies the rule L← L1, . . . , Ln, denoted by I � (L← L1, . . . , Ln),
iff whenever L1, . . . , Ln is satisfied by I then L is also satisfied by I.

The notion of model of a generalized logic program is immediate:

Definition. By a (2-valued) model I of a logic program P we mean a (2-
valued) interpretation of P that satisfies all of its rules.

Next we define an ordering among interpretations and models:

Definition. If I1 = T1∪not F1 and I2 = T2∪not F2 are two interpretations
with respect to a logic program. Then we say that I1 �T I2 if T1 ⊆ T2. If
I is a collection of interpretations, then an interpretation I ∈ I is called
minimal in I if there is no interpretation J ∈ I such that J �T I and
I 6= J . An interpretation I is called least in I if I �T J for any other
interpretation J ∈ I. A model M of a logic program P is called minimal
(resp. least) if it is minimal (resp. least) among all models of P .

The Stable Model Semantics is placed in the model-theoretic approach of the
definition of the declarative semantics of Logic Programs. In the following
we analyze several classes of Logic Programs.
The first class of logic programs that will be addressed is that of Definite
Logic Programs. Such programs do not allow any form of negation in their
rules, and are formally defined as follows:
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Definition. A definite logic program is a countable set of rules (or clauses)
of the form:

L← L1, ..., Lm

where, L and each Li are atoms.

For the case of definite logic programs there is a consensus as to what the
model theoretic semantics should be. It is based on the idea of minimizing
positive information (true atoms) as much as possible, restricting it to the
facts explicitly implied by the program, making everything else false, i.e. it
is based on the notion of closed world assumption. The following theorem
ensures that all definite logic programs have a unique least model.

Theorem. Every definite logic program P has a unique least model M .

Based on this result, the least model semantics was defined:

Definition. By the least model semantics of a definite logic program P we
mean the semantics determined by the least model M of P .

The least model semantics has a fixed point characterization based on the
van Emden-Kowalski operator, defined as follows:

Definition. Let P be a definite logic program and M an interpretation.
Then

TP (M) = {L | L← L1, . . . , Ln ∈ P and {L1, . . . , Ln} ⊆M}

The van Emden-Kowalski Operator is also known as the immediate conse-
quence operator, or simply the TP operator.

Theorem. The van Emden-Kowalski Operator has the least fixed point,
which coincides with the least model. Moreover, the least fixed point can
be obtained by iterating the operator TP , starting from the smallest inter-
pretation I0 = {} ∪ not H (P ), until a fixed point is achieved, in at most ω

steps, i.e.
least (P ) = T ↑ω

P

We denote the least model of a definite logic program P by least (P ). If
A ∈ P we say that P ` A.
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The next class of programs allows the use of default negation in the premises
of its rules. These programs are dubbed Normal Logic Programs and are
formally defined as follows:

Definition. A normal logic program is a countable set of rules (or clauses)
of the form:

L← L1, ..., Lm

where, L is an atom and each Li is either an atom or a default atom.

Informally, the idea behind the stable model semantics is that when one
assumes true some set of (hypothetical) default literals, and false all the
others, some consequences follow according to the semantics of definite pro-
grams. If the consequences completely corroborate the hypotheses made,
then they form a stable model. Formally:

Definition. Let P be a normal logic program and I a 2-valued interpreta-
tion. The GL-transformation of P modulo I is the program P

I obtained from
P by performing the following operations:

• Remove from P all rules containing a default atom not A such that
A ∈ I;

• Remove from all remaining rules all default atoms.

Since the resulting program P
I is a definite program, it has a unique least

model. We define Γ(I) = Least
(

P
I

)
.

It can be shown that fixed points of the Gelfond-Lifschitz operator Γ for a
normal logic program P are always models of P .

Proposition. Fixed points of the Gelfond-Lifschitz operator Γ for a normal
logic program P are minimal models of P .

This result led to the definition of stable model semantics:

Definition. A 2-valued interpretation I of a logic program P is a stable
model of P iff Γ(I) = I.

An objective atom A of P is true under the stable model semantics iff A

belongs to all stable models of P .
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In an update setting we need to express theat some atom is to become false
after the update performed, i.e. some form of negation in the head of Logic
Program clauses.
Generalized Logic Programs (GLP) allow for default negation in the head of
rules. The reader is referred to [8] for an extensive and deep argumentation
about default (not) and strong negation (-). GLPs allow for default nega-
tion in the head of clauses. It will be convenient to syntactically represent
generalized logic programs as propositional Horn theories. In particular,
we will represent default negation not A as a standard propositional vari-
able (atom). Suppose that K is an arbitrary set of propositional variables
whose names do not begin with a “not”. By the propositional language LK
generated by the set K we mean the language L whose set of propositional
variables consists of:

{A : A ∈ K} ∪ {not A : A ∈ K}

Atoms A ∈ K, are called objective atoms while the atoms not A are called
default atoms. From the definition it follows that the two sets are disjoint.

Definition (Generalized Logic Program). By a generalized logic program
(GLP) P in the language LK we mean a finite or infinite set of propositional
Horn clauses (or rules) of the form:

L← L1, . . . , Ln

where L and Li are atoms from LK and n ≥ 0. If all the atoms L appearing
in heads of clauses of P are objective atoms, then we say that the logic
program P is normal. As before, if r is a clause (or rule), by the head of
r, denoted by H(r), we mean L and by the body of r, denoted by B(r), we
mean L1, . . . , Ln. If H(r) = A (resp. H(r) = not A) then not H(r) = not A

(resp. not H(r) = A). If n = 0 the rule is referred to as a fact and the rule
symbol ← may be dropped.

Two rules r1, r2 are said to be conflicting iff H(r) = not H(r) and we
denote it as r1 ./ r2.
A literal L is said to appear in a rule iff {L,not L} ∩ {L0, L1, . . . , Ln} 6= ∅.
A literal appears in a GLP P iff it appears in at least one of its rules.
According to the discussion above, we still need to define the appropriate
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language to use in EVOLP programs.

3.2 Self-evolving Logic Programs

The language of EVOLP is defined by adding the reserved predicate assert/1
to the syntax of Generalized Logic Programs.

Definition. Let L be any propositional language not containing the predicate
assert/1: the extended language Lassert can be inductively defined as:

- All propositional atoms of L are contained in Lassert as well,

- If all of the following literals L,L1, . . . , Ln belong to Lassert, then L←
L1, . . . , Ln is a generalized logic program rule over Lassert,

- If r is a rule over Lassert then assert(r) is a propositional atom of
Lassert,

- Nothing else is a propositional atom of Lassert.

An evolving logic program over a language L is a possibly infinite set of
generalized logic programs over Lassert.
Examples of EVOLP rules are:

assert(c)← a.

assert(not a← b)← assert(c← d).

The first rule states that if a is true, then the atom c is asserted. The second
rule states that if the rule c← d is asserted, then also the rule nota← b is.
It is worth to note that, according to the above definition, the reserved
predicate assert has a rule as its only argument: an arbitrary level of nesting
is then possible.
Moreover, the assert predicate can appear both in heads and bodies of rules,
hence it is not only used to add some new rule to the knowledge base but
it can also be employed to trigger other rules of the program, thus fully
contributing to the definition of models.
Lassert is enough to model the updating mechanism of logic programs, both
in cases of self update and of occurring external events.
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The meaning of such programs is given by a set of evolution stable models.
Each of the evolution stable models is a sequence of interpretations or states
and it describes one of the (possibly many) self-evolutions of the initial
program after a certain number of steps.
Hence each evolution is a sequence of programs (a program corresponds to
one state).
In this sequence of programs, the most recent rules must be put in force,
while older rules continue to hold by inertia until they do not conflict with
more recent ones.
Such a behavior is modelled by Dynamic Logic Programming (DLP). In DLP
default negation is treated as in stable models of normal and generalized
programs. We can now sintactically define a dynamic logic program:

Definition. A dynamic logic program (DLP) is a sequence P1 ⊕ · · · ⊕ Pn

where Pi is a generalized logic program. It can also be denoted by
⊕
P,

where P is a set of generalized logic programs.

We can now move to the semantics of DLP:

Definition. Consider a dynamic logic program P =
⊕
{Pi : i ∈ S} over a

language L, let s ∈ S be a state and M a set of propositional atoms of L,
then:

Defaults(M) = {notA← . | @A← Body ∈ Pi(with1 6 i 6 s) ∧M � Body}

Rejects(M) = {L0 ← Body ∈ Pi | ∃not L0 ← Body′ ∈ Pj(with i < j 6 s)

∧ M � Body′}

where A is an atom, notL0 is the complement with respect to default negation
of the literal L0 and Body,Body′ are conjunction of literals.

The set Rejects(M) contains rule which hold no more since newer,conflicting
rules arose. The set Defaults(M) contains the default negations notA of
all unsupported atoms A, i.e. according to the interpretation M there is
no rule supportign A whose body is true,in any program: hence the atom
canbe assumed false by default. We can now move to the definition of stable
model of a dynamic logic program:

Definition. Consider a dynamic logic program P =
⊕
{Pi : i ∈ S} over a

language L,a set M of propositional atoms of L is a stable model of P at
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state s ∈ S iff:

M ′ = least

⋃
i6s

Pi −Rejects(M)

 ∪Defaults(M)


where M ′ = M ∪ {not A | A /∈ M} and least(.) denotes the least model
of the definite program which is obtained form the argument program where
every default negated literal notA has been replaced by a new atom not A.

For example, consider the following EVOLP program P:

a.

assert(b← a)← not c.

c← assert(not a←).

assert(not a←)← b.

The external events are left empty as the influences from the outside have
not been tackled yet. The program P has one only stable model, namely
I = {a, assert(b← a}. Program P is then ready to evolve in a new program
P ⊕ P2: this is done adding the rule b← a in P2. The only stable model of
the new program, namely I2, is composed by a,b, and assert(not a) which
also make c true.
The new program P ⊕ P2 ⊕ P3 hence has a new rule added by the assert
atom. This conflicts with the fact a stated in P: the old fact must be re-
jected as newer ones have the precedence. The rule added in P2 remains
valid, while b cannot be concluded anymore, the assert is false and c cannot
be concluded as well. Hence in this only stable model all a,b,c are false.
The fundamental intuition lying under the construction of program se-
quences regards the assertions. Atoms of the form assert(r), when con-
stituting the head of some rule and also belongs to an interpretation in a
sequence (i.e. belongs to a model according to the stable model semantics
of the current program), then its argument r (i.e. a rule) must belong to
the program in the next state. Otherwise, when such atoms are part of the
bodies of the rules, then they are treated as any other atom.
We can now formally define the evolution interpretation and the evolution
trace, so that we can finally get to the definition of the evolution stable
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model of an evolving program.

Definition. An evolution interpretation of lenght n of an evolving program
P over L is a finite sequence I = 〈I1, . . . In〉 where each Ii ( 1 6 i 6 n) is a
set of propositional atoms of Lassert.

Definition. The evolution trace associated with an evolution interpreta-
tion I = 〈I1, . . . In〉 of an evolving program P, is the sequence of programs
〈P1, . . . Pn〉 where

P1 = P and Pi = {R | assert(R) ∈ Ii−1}, ∀i s.t. 2 6 i 6 n.

Definition. Consider an evolution interpretation M = 〈I1, . . . In〉 of an
evolving program P with an associated evolution trace 〈P1, . . . Pn〉. M is an
evolution stable model of P iff for every i (s.t. 1 6 i 6 n), Ii is a stable
model at i of the DLP P1 ⊕ · · · ⊕ Pi.

The above definition of evolution stable model is based over stable models,
hence self-evolving programs can have either zero, one or more than one
evolution models of a given lenght. A self-evolving program is said to be
inconsistent when it has no evolution stable models of any length, while it
is inconsistent after n steps if it has at least one stable model after n− 1
steps and after that no more stable models at all.
It is worth to note that if a program has no stable models after n steps then
for every m > n it has no stable model after m steps as well.
Eacn of the evolution stable models represents a possible evolution of the
program after a fixed number of steps. What is still missing there is a direct
truth relation. In other words, one could be interested in knowing what
is true, false or unknown after a certain number of steps, while studying
the behavior of self-evolving programs. The following definition tackle such
problem:

Definition. Consider an evolving program P over the language L: a set
of propositional atoms M over Lassert is a stable model of P after n steps
iff there exists I1, . . . In−1 such that 〈I1, . . . In−1,M〉 is an evolution stable
model of P.
A propositional atom A ∈ L can be:

- true after n steps iff all stable models of P after n steps contain A
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- false after n steps iff no stable model of P after n steps contains A

- unknown after n steps otherwise (i.e. iff some stable models of P after
n steps contain A and some other do not)

To conclude this section we define an operator over evolution interpretations:

Definition. Consider an evolving program P. We define the operator TP
over sets of evolution interpretations as:

TP (I) = {〈I1, . . . Ii, Ii+1〉 | 〈I1, . . . Ii〉 ∈ I ∧

∧ Ii+1 is a stable model of P1 ⊕ · · · ⊕ Pi ⊕ Pi+1 at state i + 1}

where P1 = P and for 1 < j ≤ i + 1, Pj = {R | assert(R) ∈ Ij−1}.

The operator TP can be used to incrementally build all evolution stable
models:

Theorem. Consider an evolving program P, the sequence of sets of evolution
interpretations can be constructed as:

I1 = {〈I〉 | I is a stable model of P }

Ii+1 = TP (Ii).

M is an evolution stable model of length n iff M ∈ In.

3.3 Adding external events

In the previous section the considered programs were self-evolving: their ini-
tialization brings them to the updates. Their evolution cannot be affected
by anything outside their initial specification.
This section will focus on how to add external events to self-evolving pro-
grams, thus achieving the full definition of EVOLP.
The outside influence turns out to be fundamental in open and dynamic
environments like Multi-Agent Systems.
Such an influence can be the observation of some fact or rule, performed in
some state.
Furthermore, it can be the case that new rules have to be included in the
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evolving program: this is achieved by directly imposing assertions of such
rules.
Both the kinds of influence can be expressed by using EVOLP programs:
the latter case needs the use of the assert predicate, while observations do
not. Hence we can encode the outside influence as a sequence of EVOLP
rules:

Definition. Consider an evolving program P over the language L: an event
sequence over P is a sequence of evolving programs over L.

The above definition formalized the event sequence over an evolving pro-
gram. Each event has to be considered as given in one and one only state:
it can be the case that different events belonging to different moments, while
put toghether, can generate inconsistencies. Hence, events must not persist
by inertia as for the predicates of the program: they are meant to be true
at a state only.
Given that, we can now extend the previous definition of evolution stable
model taking into account the external events:

Definition. Consider an evolution interpretation M = 〈I1, . . . In〉 with as-
sociated evolution trace 〈P1, . . . Pn〉: M is an evolution stable model of P

given 〈E1, . . . Ek〉 iff for every i (s.t. 1 6 i 6 n), Ii is a stable model at i of
the DLP P1 ⊕ · · · ⊕ (Pi ∪ Ei).

The external events are defined to hold only in a state and to not persist
by inertia, as stated above. For every step i, the rules from the correspond-
ing event Ei are added to the program Pi,obtaining (one or more) Ii. This
determines the programs Pi+1 of the trace which will be added to Ei+1 to
determine the models Ii+1 and so on. It is worth to note that this definition
is a generalization of the one given before while dealing with self-evolving
programs: if we consider a sequence of empty events, the two are equivalent.
The events given at a certain step only have influence from that step on-
wards: it is not needed that the event sequence must be given a priori.

Proposition. Consider an evolution stable model M = 〈I1, . . . In〉 of P
given 〈E1, . . . En〉: for every m > n and every set of events En+1, . . . Em,
M is also an evolution stable model of P given the event sequence
〈E1, . . . En, En+1, . . . Em〉.
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The above proposition also allow to an extended definition of the incremental
operator, taking into account the external events, denoted as T ev

P :

Theorem. Consider an evolving program P and the set of evolution in-
terpretations of P, denoted I, given the event sequence 〈E1, . . . , En〉: the
operator T ev

P is defined as:

T ev
P (I, Ei+1) = {〈I1, . . . Ii, Ii+1〉 | 〈I1, . . . Ii〉 ∈ I ∧

∧ Ii+1 is a stable model of P1 ⊕ · · · ⊕ Pi ⊕ (Pi+1 ∪ Ei+1) at state i + 1}

Consider the sequence

I1 = {〈I〉 | I is a stable model of (P ∪ E1) }

Ii+1 = T ev
P (Ii, Ei+1).

M is an evolution stable model of length n given 〈E1, . . . En〉 iff M ∈ In.

Finally,we can define the truth relation after a certain number of steps also
for evolving programs with external events:

Definition. Consider an evolving program P over the language L: a set of
propositional atoms M over Lassert is a stable model of P after n steps given
an event sequence iff there exists I1, . . . In−1 such that 〈I1, . . . In−1,M〉 is an
evolution stable model of P given the event sequence.
A propositional atom A ∈ L can be:

- true after n steps given the event sequence iff all stable models of P
after n steps contain A

- false after n steps given the event sequence iff no stable model of P
after n steps contains A

- unknown after n steps given the event sequence otherwise (i.e. iff some
stable models of P after n steps contain A and some other do not)

We conclude the section with an illustrative example embedding some of the
features of EVOLP.
Consider the following EVOLP program P:
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write thesis ← not tired.

drink coffee ← tired, not no coffee.

make coffee ← tired, no coffee.

assert(tired←) ← write thesis.

assert(not tired←) ← drink coffee.

The program P can be the initial program of a simple student agent (from
now on referred as Rory) who is working on her thesis. Rory can basically
do three things: write the thesis, drink a coffee and make coffee. Sleeping is
not allowed at thesis time.
Rory relies on a sensor sending the fact no coffee when there is no coffee
available.
The first rule above says that Rory writes her thesis if she is not tired. The
next two rules instead model what Rory can do when she is tired. She can
either drink coffee (if there is some) or make the coffee if it is not available.
The last two rules state wheter Rory will be tired or not in the next state.
If Rory is writing the thesis then the assertion stating that she is tired wil
be triggered. Drinking a coffee will make Rory feeling not tired. Note that
meanwhile she is making the coffee, no change is defined to occur.
We now consider the evolution of P given the event sequence:

E = 〈{no coffee←},

{no coffee← .},

∅,

{assert(not drink coffee←)← .

assert(sleep← tired)← .

assert(assert(nottired)←)← sleep)← .},

∅〉

As we consider five external events, we will have five models, as from the
following table:
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time program model

1 P {no coffee, write thesis, assert(tired ←)}
2 {tired ←.} {tired, no coffee, make coffee}
3 ∅ {tired, drink coffee, assert(not tired ←)}
4 {not tired ←.} {write thesis,

assert(tired ←),assert(not drink coffee),
assert(sleep ← tired),

assert(assert(not tired←)← sleep)}
5 {tired ←., not drink coffee ←.,

sleep←tired., {tired, sleep, assert(not tired ←}
assert(not tired ←)← sleep. }

At time 1 the program P and the event stating there is no coffee contribute
to compute the first model: there is no coffee, Rory is writing her thesis and
in the next step Rory will get tired. Then the second program is infered
from the model, the second event is added and then the second model can
be computed. In the second model Rory is tired and since there is no coffe,
she makes it.
In the third step the sensor stops to complain about the lack of coffee and
the third event is empty. In the third model Rory is still tired and she can
drink the coffee she made before. As she is drinking coffee, she will not be
tired in the next step.
In the fourth step Rory is writing her thesis and she will get tired at next
step. Moreover, she is reprogrammed in a healthier fashion: instead of drink-
ing coffee, when she will be tired she will sleep. At the last step these new
rules are applied and, since Rory is tired, she goes to sleep. This example
has been intentionally left simple in order to let the reader digest how the
semantics of EVOLP works: it is not showing the full power of the language.
For an exhaustive example based on an agent architecture, involving even
more complex rules and behaviors, the reader is referred to [6].
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Chapter 4

Representing and reasoning

with virtual institutions

using ASP

Agents need to have a clear mental representation of the institution they
are acting in. Such representation enable to reason on the current state of
the institution, the possibilities and the prohibitions. On the basis of the
reasoning, agents can decide to do some action or not, figuring out the cor-
responding possible consequences.
In this thesis we consider the framework introduced in [3] designed to model
electronic institutions.
After entering in the details of the framework, we will also present a proce-
dure whose aim is to obtain an executable encoding of the structure of the
institution, allowing to execute and test the formalization and reason about
it.
Such encoding can be used both offline by the designers to test their for-
malization and online by agents. In section 4.1 we present the framework
as from [3], followed by a concrete example in section 4.2. Then we briefly
present Answer Set Programming, which is used in section 4.4 to obtain an
executable encoding of the specification of institutions. Finally in section
6.5 the encoding procedure is applied to the previous example.

81
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4.1 Institutional Model Definition

The main idea behinde the formalization is that the institution advances
guided by events taking place. The institution is defined in a top-down
manner, where rules formalize the skeleton and events contribute to cause
and guide its ongoing: events can either be perceived from the outside or
generated by the institution itself, thus having a particular, contextualized
meaning.
The progress of an institution is modeled by a transition from state to state,
where each state is a set of fluents (or condtions) whose validity changes
over time due to the events taking place. Fluents express the domain of the
institution together with its capabilities, powers and obligations.
Notions from the physical, real world are recorded as Observable Events,
while events whose scope is limited in the social context are Institutional
Events: we can say that they are generated by the society.
Observable events, as their name suggests, can be physically perceived: for
example, rain ∈ Eobs.
The set Eobs defines the relevant observable events for the institution: the
occurrence of irrelevant real world events will have no effects on the current
state of the institution.
The meaning of institutional events is institution-dependent, it varies on the
context the definitions of the institutions describe. For example the event of
driving at 70 km/h (which is an observable event) can count as speed limit
infraction in the institution of the city traffic, where usually the speed limit
is 50 km/h.
A ’count-as’ relation can link observable events with institutional events.
Such a relation is the key when assigning a meaning to the institutional
events: its definition is institution-dependent. Coming back to the example,
driving at the same speed on a road outside the city do not generate any
kind of infraction, as the speed limit is higher. Here we can see a clear ex-
ample of the context institutions define: the same event has to be differently
considered by agents, depending the institution they are playing in.
There are two types of institutional events: institutional actions and vio-
lations. Both can be triggered by a count-as relation; violations can also
arise when events happen without permission and when obligations are not
fulfilled, as we will see in a moment.



4.1. INSTITUTIONAL MODEL DEFINITION 83

The ongoing of an institution is modeled as a set of institutional states evolv-
ing over time: such an evolution is caused by the occurrence of events. Each
institutional state is composed by a set of fluents, whose truth value changes
over time depending on how the occurring events can change them according
to the specification of the institution. Fluents can be domain fluents (con-
text depending) or normative fluents, thus regarding power, permissions and
obligations.
Institutionl powers express the capability of an institution to deal about
some event: this can also change the set of fluents composing the institu-
tional state. If an event is not included in the powers, then it has no effect
because it cannot be brought about. For example, an average Joe cannot
sign a medicine prescription because if he is not a doctor, hence he has not
the power to prescribe medicines to patients.
A permission fluent, when it holds, allows an event to occur: if the event
occur without the permission, it generates a violation. For example, if your
car is full, the fluent giving you the permission of carry on passengers is
holding no more: allowing to one more friend to sit in your car will bring to
a violation of the street code.
The obligation fluents state that a particular event must happen before a
deadline (another event) otherwise a violation will occur. We can say that
it is the dual of the permission. If the event occurs before the deadline then
we can say that the obligation has been satisfied, otherwise the specified
violation will arise.
Every state of the institution will then be composed by domain fluents ex-
pressing currently valid domain properties, permission and power fluents
expressing the current available capabilities and obligations imposing se-
quential constraints over the temporal sequence of events.
An institution can be defined as a quintuple I := 〈E ,F , C,G,S0〉 where:

- E is the set of event signatures, containing the events which may occur
in the institution. E is composed by two subsets Eobs(containing the
observable events) and Einst(containing the institutional events), such
that Eobs ∩ Einst = ∅. For example, rain ∈ Eobs.
Moreover, Einst is formed by Einstact (containing the internal institu-
tional actions, for example breaking the speed limit: the limit concept
is bounded by the context of the institution) and Eviol(containing the
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violation events), such that Eviol ∩ Einstact = ∅. The set Eviol is de-
fined as ∀e ∈ (Einstact ∪ Eobs), viol(e) ∈ Eviol, i.e. that to every action
(both physical and institutional) we define the corresponding viola-
tion, which can arise for different reasons as above discussed.

- F is the set of institutional fluents, composed by several subsets mu-
tually disjoint. F = D ∪M∪W ∪O where:

D is the set of Domain Fluents, expressing the domain in which
the institution operates. For example, winter ∈ D: it means
that the institution is in winter time and that this will probably
influence some behavior.

M = {perm(e) | e ∈ Einstact ∪ Eobs} is the set of permissions:
each permission fluent states that it is possible for an event to
be brought about in the institutional context. For example,
perm(drive) ∈ M: when this fluent is valid, driving is allowed.
If the permission does not hold, then a violation will be raised.
Such a violation can, in principle, trigger other events, maybe
modeling some kind of penalty for the unpermitted event.

W is the set {pow(e) | e ∈ Einstact}, stating the institutional
powers. For each internal event of the instution, a power fluent
is defined. A power fluent, when valid, indicates the capability
of the institution to bring it about. For example pow(marry)
means that if the institution will pronounce a couple man and
wife, then this will be effective, i.e. it will count as marriage. If
the power to deal with some event is not valid, then such event
will not occurr at current state.

O = {obl(e, d, v) | e, d ∈ E , v ∈ Einst} is the set of obliga-
tions: event e must be brought about by the institution be-
fore the deadline d, otherwise the institutional event (maybe a
violation) v will be generated. When the order of the stated
events is respected, then we say the obligation has been ful-
filled. Otherwise the obligation will not be fulfilled and the in-
stitutional event v will be generated. For example the obliga-
tion obl(pay tax, deadline, tax evasion) described the obligation
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all honest citizens are subject to: if they do not pay the taxes
before the stated deadline, then they will incur into tax evasion.

The state of an institution at a given moment is determined by the
fluents which are valid at that time.
The set of all possible institutional states (note that it could not be
the case that each of them will be legal w.r.t the institution) is denoted
as Σ, with Σ = 2F .
It is also useful to have the possibility to refer to set of states sharing
some property: to this purpose, we introduce the concept of state

formula. In a nutshell, a state formula is a conjunction of valid or
invalid fluents: a state models a state formula when the positive fluents
of the formula belong to the state and the negative ones do not. The
set of all state formulas is denoted as X , with X = 2F∪¬F .
For example X = {winter, cold, not ice} is a state formula indicating
that it is winter and the temperature is cold, while there is no ice.
Notice that states can also have other valid fluents and that the state
formula only constraint on a particular subset of them, thus capturing
the desired properties.

- C is a function defining which fluents must be initiated or terminated
when a certain event occurs, given certain conditions.
C : X x E → 2Fx 2F and C(X, e) = (C↑(X, e), C↓(X, e)) where
X ∈ X and e ∈ E .
Function C takes as arguments a state formula X and an event e:
as a result, two distinct sets are returned. Such sets are, respec-
tively the set of fluents to initiate and the set of fluents to terminate.
While C↑ contains the initiated fluents, C↓ contains the terminated
ones. For example, suppose that a bachelor guy is going to marry:
C(bachelor, marriage) = ((married)↑, (bachelor)↓). When the mar-
riage will take place, he will be married (hence the married fluent is
initiated) and he will not be a bachelor anymore (the bachelor fluent
is terminated).

- G is the event generation function, modelling the count-as link dis-
cussed before, when the occurrence of an event count as the occurrence
of another, institutional, one (or more). G : X x E → 2Einst .
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This function allows for the definition of cascades of events: generated
events can lead to the generation of others.

- S0 is the initial state of the institution, i.e. a set containing the fluents
which are valid at creation time of the institution. Formally S0 ⊆ F .

The specification of institution described above is event-driven.
Events from the outside trigger other events, internal to the institution.
All the generated events contribute in the initialization and termination of
fluents representing the current state of the institution.
In the following, we tackle the details of the semantics completing the above
formalization.
The semantics of an institution is defined over the set of states Σ, as each
state is a set of valid fluents at a certain moment. S |= f , where S ∈ Σ
and f ∈ F , means that state S satisfies fluent f when f ∈ S. Moreover, S

satisfies ¬f when f /∈ S.
Such notation can be extended to state formulas (see definition above): given
X ∈ X , S |= X iff ∀x ∈ X, S |= x.
The semantics of event generation is given by the function GR : Σ x 2E → E
(we recall that E is the set of events), where S ∈ Σ and E is the set of
events happening in S: GR(S, E) is the set of all the events generated by
the occurrence of E at state S:

GR(S, E) = {e ∈ E | e ∈ E OR

∃e′ ∈ E, φ ∈ X , e ∈ G(φ, e′) s.t. S |= pow(e) ∧ S |= φ OR

∃e′ ∈ E, φ ∈ X , e ∈ G(φ, e′) s.t. e ∈ Eviol ∧ S |= φ OR

∃e′ ∈ E, e ∈ Eviol s.t. S |= ¬perm(e′) OR

∃e′ ∈ E , d ∈ E s.t.S |= obl(e′, d, e)}

The first condition simply embeds the events which happen at state S into
the set of generated events, so that they are not lost. The second condition
deals with the event resulting from the function G: if it is defined for some
state formula, satisfiable in the current state, and some event belonging to
E, then its result must be included in the overall result of GR(S, E), only if
the institution has the power to deal with it (i.e. the power fluent is valid).
The third condition takes into account the violations specified by the in-
stitution: a different condition is necessary because violations do not need
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empowerment as they always hold, by default.
In the fourth condition, violations arise when the state does not satisfy the
permission of the event: a forbidden event causes a violation. The final con-
dition states records the institutional event arising from the not fulfillment
of an obligation, i.e. the deadline has occurred.
The function GR(S, E) is monotonic: for any set of events and for every
state, a fixpoint GRω(S, E) exists and can be computed.
In the presented institutional model, it is assumed that one observable event
is given for each state. The event generation as specified above is hence more
general than what is actually needed. The set of generated events is given
by GRω(S, {e}) where S is a state and e ∈ Eobs.
The semantics of event generation models the fact that events generate other
events until a fixpoint. At each state a set of events is generated as described
above: such set will determine the initialization and termination of fluents.
Fluents have inertia i.e. they remain valid until otherwise specified. The
initialization of a fluent will make the fluent valid in the next state, while
the termination will make it cease its validity in the next state.
The transition form a state to the next deals with initializations and ter-
minations of fluents; moreover, the state transition also needs to capture
inertia: fluents valid in a state, if not terminated, must be valid in the next
state as well (together with the newly initiated ones).
The set of all initiated fluents is defined as:

INIT (S, eobs) = {p ∈ F |

∃e ∈ GRω(S, {eobs}), X ∈ X s.t. p ∈ C↑(X, e) ∧ S |= X}

where eobs ∈ Eobs is the observable event at the current state S ∈ Σ.
The function GR is used here because it contains all events generated in the
current state: if function C↑ is defined for some of them and a satisfiable
state formula, then the resulting fluents wil be initiated.
The set of all terminated fluents is defined similarly, but also considering
the obligation which are no longer valid since they have been either fulfilled
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or violated:

TERM(S, eobs) = {p ∈ F |

∃e ∈ GRω(S, {eobs}), X ∈ X s.t. p ∈ C↓(X, e) ∧ S |= X OR

p = obl(e, d, v) ∧ p ∈ S ∧ e ∈ GRω(S, {eobs}) OR

p = obl(e, d, v) ∧ p ∈ S ∧ d ∈ GRω(S, {eobs}) }

Once defined both initiating and terminating fluents, it is possible to define
the transition function TR : Σx Eobs → Σ as:

TR(S, eobs) = {p ∈ F | p ∈ S ∧ p /∈ TERM(S, eobs) OR p ∈ INIT (S, eobs)}

At a given state S, the observable event eobs will make valid, in the next
state, the fluents which are already in the current state which are not termi-
nated (thus modeling inertia) and the fluents which are currently initiated.
A sequence of observable events is called an ordered trace and it is defined
as 〈e0, e1, . . . , en〉 with ei ∈ Eobs, 0 ≤ i ≤ n.
Given that and the definition on how the institution moves from state
to state, the evaluation of an ordered trace can be defined, starting from
the initially specified state S0 as a sequence 〈S0, S1, . . . , Sn+1〉, such that
Si+1 = TR(Si, ei), with 0 ≤ i ≤ n.
Given a specification of institution and an ordered trace, the transition func-
tion enables to determine how the institutional state changed over time,
guided by the events perceived from the outside. The evaluation of an or-
dered trace represents the story of such changes.

4.2 Example

In this section we show an example of a complete formalization of institution,
as presented in [3].
Suppose that a country can be in a situation such that it often moves from
peace to war with its neighbour. During peace time, if a citizen from one
of the countries shoots to a citizen of the other country, then this counts
as murder. When a war starts, then citizens can be conscripted into the
regular army and then it will be permitted to shoot.
Moreover, there can be provocations between the country: even when this
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happens, until the start of a war it will not be permitted to shoot.
When a truce is declared, the war stops, together with the possibility to
conscript people into the army and shoot.
In the following, the full formalization is presented:

Eobs = {shoot, startwar, declaretruce, callup, provoke}

Einstact = {conscript,murder}

Eviol = {viol(shoot), viol(startwar), viol(declaretruce),

viol(callup), viol(provoke), viol(conscript),

viol(murder)}

D = {atwar}

M = {perm(shoot), perm(startwar), perm(conscript),

perm(callup), perm(provoke), perm(declaretruce),

perm(murder)}

W = {pow(conscript), pow(murder)}

O = {obl(startwar, shoot, murder)}

C↑({¬atwar}, startwar) → {atwar}

C↑({¬atwar}, provoke) → {obl(startwar, shoot, murder}

C↑(∅, conscript) → {perm(shoot)}

C↑(∅, startwar) → {pow(conscript)}

C↓({atwar}, declaretruce) → {atwar}

C↓(∅, declaretruce) → {perm(shoot)}

C↓(∅, declaretruce) → {pow(conscript)}

G(∅, callup) → {conscript}

G(∅, viol(shoot)) → {murder}

S0 = {perm(callup), perm(startwar), perm(conscript),

perm(provoke), pow(murder), perm(murder)}

The events the institution can observe are a shooting, the beginning of a war,
a declaration of truce, a call up and a provocation. The internal events of
the institution are the acts of conscript people in the army and the murder.
Violations are stated, as from the definition, for all observable and internal
events of the institution.
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The only domain fluent of the institution expresses when the country finds
itself in a war period.
Also permission and power fluents are determined according to their general
definition.
The institution has one only possible obligation stating that it is not possible
to shoot before the war starts, otherwise a murder will occur.
The fluent expressing the war time is initiated when the country is in a
peace moment and a startwar event is observed. Moreover, when, during a
peace period, a provocation is observed, then the just described obligation
is initiated.
The occurrence of conscription will initiate the permission of shooting, while
the start of a war also initiate (in any state, as the argument state formula
is trivially true) the power for the institution to deal about conscription.
When the country is in war and a truce is declared than the war fluent is
terminated. Moreover, at any condition, a truce declaration will make the
validity of the permission to shoot and the power of conscript stop.
Calling up people always counts as a conscription.
When a violation of shoot happens, it means that a shoot event has been
observed and that the permission was not valid at that moment. As the
institution is designed such that such permission holds only at war time, the
the event of shooting without permission counts as a murder.
Finally, the initial state lists permissions and powers to be valid from the
beginning of the deployment of the institution.

4.3 Answer Set Programming

In this section we give a short introduction to Answer Set Programming
(ASP).
ASP is a a recent problem solving approach and it is based on Logic Pro-
gramming.
A computational problem is represented by logic program: the solution is
reduced to find a satifying interpretation for the set of propositional formu-
las constituting the program. Such interpretations are called answer sets.
The approach in writing the programs is usually called ’generate and test’.
First, a group of rules is written with choice expressions in their heads, such
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that the obtained answer sets are potential solutions. Such answer sets are
a superset of the set of solutions. Then a second group of rules state the
constraints allowing to restrict the superset to the actual solutions. In gen-
eral, there can be no, one or many stable models.
The syntax of ASP is the one of Normal Logic Programs and the semantics
is the corresponding Stable Model Semantics. Both have already been in-
troduced in section 3.1.
Considering the program

{p← not p.}

it is straightforward to see that it has no answer sets. The same applies if
we add the rule p← not p. to some program P: such rule will make P have
no answer sets, independently from the other rules constituting P.
The idea of stating the constraints is to restrict the set of possible solutions
to the current ones. By adding to a program P rules of the form

p← q1, .., qn, not r1, .., not rm, not p.

all solutions containing q1, .., qn and not containing r1, .., not rm will be
excluded from the answer sets of P. Stating a constraint allow to fix what is
desired and what has to be kept away from the solutions.
The above rule can be shortened as

← q1, .., qn, not r1, .., not rm.

For example, let us consider the following program:

P = {person(joey).

male(X) ∨ female(X) ← person(X).

bachelor(X) ← male(X), not married(X).}

The program P has several stable models, such as:

M1 = {person(joey),male(joey), bachelor(joey)}

Instead, the following is not a stable model for P:

M2 = {person(joey),male(joey),married(joey)}
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Another stable model is, for instance:

M3 = {person(joey), female(joey)}

Some of the applications for ASP are information integration, constraint
satisfaction and planning.
Finally, the success of ASP is also due to the availability of efficient and fast
solvers, such as SMODELS and DLV.

4.4 ASP Translation

In this section a traslation of the presented framework into Answer Set Pro-
gramming is described. Such a translation provides executable and decidable
models of institutions.
A declarative language has been chosen because specification and implemen-
tation are identical and the language is simple but very expressive.
An executable encoding allows designers to test the behaviors of institutions.
Moreover, it can be used by agents as a representation of the knowledge they
have about the institution they are playing in.
Agents participating in an institution can determine the current social state,
given the encoding of the institution, simply taking acoount of the observed
events and executing the specification.
Similarly, agents can reason about the effets of actions in the future.
The proposed translation is based upon Answer Set Programming SMOD-
ELS implementation. For the sake of readability and generality, shortcuts
and particular features of the language will not be used here.
In the following, the basic rules to traslate a specification of institution, built
according to the above described approach, to answer set programming are
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stated:

p ∈ F ⇔ ifluent(p).

e ∈ E ⇔ event(e).

e ∈ Eobs ⇔ evtype(e,obs).

e ∈ Einstact ⇔ evtype(e,act).

e ∈ Eviol ⇔ evtype(e,viol).

C↑(X, e) = P ⇔ ∀p ∈ P, initiated(p,I)← occurred(e,I),EX(X).

C↓(X, e) = P ⇔ ∀p ∈ P, terminated(p,I)← occurred(e,I),EX(X).

G(X, e) = E ⇔ ∀g ∈ E, occurred(g,I)← occurred(e,I),EX(X),

holdsat(pow(e),I).

p ∈ S0 ⇔ holdsat(p,i0).

The atom ifluent(P) specifies the institutional fluents, while event(E)

deals about the events. The types of events (i.e. the particular set they
belong to) are specified by evtype(E,T), where T ranges over obs, act and
viol, meaning an event can either be observable, an institutional action or
a violation.
Time instances are denoted wiht instant(I): occurred(E,I) means that
event E has happened at time I, observed(E,I) states that event E has
been observed at time I. Time ordering is established by next(I1,I2), while
final(I) fixes the last moment of a given trace.
Regarding fluents, holdsat(P,I) indicates that fluent P is valid at time
I, while initiated(P,I) and terminated(P,I) explicit that a fluent is,
respectively, initiated or terminated in a certain time instance.
Some words have to be spent over EX(X): its argument is a state formula
and it is used as a placeholder for all the holdsat predicates needed to
specify the formula. X= x1, x2, . . . , xn and EX(X,I) is translated into a
series of EX(xi,I), 0 ≤ i ≤ n. If xi = ¬p then EX(¬p,I) is expressed as
not EX(p,I). Then, all EX(p,I) are translated into holdsat(p,I).
The rules above specify the correspondence between fluents and events of the
specification with facts, in order to facilitate the grounding. The initial state
is defined in the last rule: each fluent valid from the beginning is transformed
into a fact holdsat(p,i0), where i0 is the starting moment. The count-as
relation is defined when a permitted event occurs and certain conditions
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hold: this makes another one occur. Moreover, the conditions for initiate
and terminate fluents are stated. Under certain conditions (expressed with
the state formula X) of the state and the occurrence of a certain event, a
fluent can start of finish, from the next instant of time: this will be modeled
by the so-called institution base program.
The above translation rules are institution-specific and it is clear they are
not fully modeling the semantics of an institution. For this purpose, they
need to be integrated with general, institution-independent rules, forming
the institution base program. We now analize and comment such rules.

occurred(E,I) ← observed(E,I).

An event is occured when it is observed: this kind of events does not need
additional conditions.

holdsat(P,I2) ← holdsat(P,I1),not terminated(P,I1),next(I1,I2),

ifluent(P),instant(I1),instant(I2).

This second rule models inertia for fluents which are not terminated: if a
fluent hold at a certain instant and it is not there terminated, then in the
next instant, it will be valid as well. Moreover, this rule also cause the
termination of fluents which are not valid anymore.

holdsat(P,I2) ← initiated(P,I1),next(I1,I2),ifluent(P),

instant(I1),instant(I2).

This rule add an initiated fluent to the state of the institution: once initiated,
the fluent is valid from the successive state.

occurred(viol(E),I) ← occurred(E,I),not holdsat(perm(E),I),

event(viol(E)),event(E),instant(I).

The occurrence of a violation is raised when an event happens without per-
mission.

occurred(V,I) ← holdsat(obl(E,D,V)),occurred(D,I),

event(D),event(E),event(V),event(I).
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An obligation, when not fulfilled, causes the occurrence of the institutional
event which was fixed in the third argument of the obligation fluent. We
can note that such event will contribute to the generation of the events of
the current state.

terminated(obl(E,D,V),I) ← holdsat(obl(E,D,V),I),occurred(E,I),

event(D),event(E),event(V),event(I).

terminated(obl(E,D,V),I) ← holdsat(obl(E,D,V),I),occurred(D,I),

event(D),event(E),event(V),event(I).

The last two rules capture the termination of obligation fluents: when ei-
ther the desired event or the deadline happen, then the obligation must be
terminated hence it will not be valid anymore from the next instant.
The above stated program is common to all institutions.
In order to constraint the answer set, some more rules are needed:

{observed(E,I)} ← event(E),evtype(E,obs),instant(I),not final(I).

ev(I) ← observed(E,I),event(E),instant(I).

← not ev(I),instant(I),not final(I).

← observed(E1,I),observed(E2,I),E1!=E2,

instant(I),event(E1),event(E2).

To generate the observed events,a choice is created, combining observable
events and (not final) instants. The ev atom is defined in order to be ex-
ploited in the next rule stating that an observable event happens at each
(not final) instant. The last rule ensures the unicity of the observable event
at each instant.
At this point, only the time instances are missing. Such instances determine
the length of the traces. All the instants must be grounded, the relations
between consecutive moments must be established as well as the final in-
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stant:

0 < k < n : instant(ik).

0 < k < n− 1 : next(ik, ik+1).

final(in).

Starting from an institution I, the answer set program resulting from the
above described transformation is capable to provide all the ordered traces
of length n. This is formally stated in the following:

Theorem. Taken an institution specification I and a number n, there is a
one-to-one correspondence between all possible traces of length n of I and
the ones generated by the ASP encoding of I.

4.5 Encoding the example in ASP

As in the previous section we presented an ASP encoding of the institutional
model, in the following we come back to the main example and we use it to
show how the obtained ASP program works.

ifluent(atwar). ifluent(obl(startwar,shoot,murder)).

event(shoot). event(startwar).

event(declaretruce). event(callup).

event(conscript). event(murder).

event(provoke). event(viol(shoot)).

event(viol(startwar)). event(viol(declaretruce)).

event(viol(callup)). event(viol(conscript)).

event(viol(murder)). event(viol(provoke)).

evtype(shoot,obs). evtype(startwar,obs).

evtype(declaretruce,obs). evtype(callup,obs).

evtype(conscript,inst). evtype(murder,inst).

evtype(provoke,obs). evtype(viol(shoot),viol).

evtype(viol(startwar),viol). evtype(viol(declaretruce),viol).

evtype(viol(callup),viol). evtype(viol(conscript),viol).

evtype(viol(murder),viol). evtype(viol(provoke),viol).
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In the table above, from the specification of the example, only the domain
and the obligation fluents are reported: the encodings of permission and
power fluent will be omitted to avoid verbosity.
Events are encoded in two different predicates: singularly and together with
their type (observable, institutional or violation).
In the table below, the first line is constituted by the encoding of the ini-
tialization of the fluents. A fluent is initialized at a moment I when the
triggering event occurs and the necessary conditions hold in the very same
moment.
The second line similarly deals with the termination of fluents. The last line
expresses the count as relation described by the function G.

initiated(obl(startwar,shoot,murder),I) ← occurred(provoke,I),

instant(I),not holdsat(atwar,I).

initiated(atwar,I) ← occurred(startwar,I),instant(I),

not holdsat(atwar,I).

initiated(perm(shoot),I) ← occurred(conscript,I),instant(I).

initiated(pow(conscript),I) ← occurred(startwar,I),instant(I).

terminated(atwar,I) ← occurred(declaretruce,I),instant(I),

holdsat(atwar,I).

terminated(perm(shoot),I) ← occurred(declaretruce,I),instant(I),

terminated(pow(conscript),I) ← occurred(declaretruce,I),instant(I).

occurred(conscript,I) ← occurred(callup,I),instant(I),

holdsat(pow(conscript),I).

occurred(murder,I) ← occurred(viol(shoot),I),instant(I).

instant(i0).

instant(i1). holdsat(perm(callup),i0).

instant(i2). holdsat(perm(startwar),i0).

instant(i3). holdsat(perm(conscript),i0).

next(i0,i1). holdsat(perm(declaretruce),i0).

next(i1,i2). holdsat(perm(murder),i0).

next(i2,13). holdsat(perm(provoke),i0).

final(i3). holdsat(pow(murder),i0).

The length of possibile ordered traces is fixed at 3, as it is possible to evince
from the left column of the table above.
The left column fixes the fluents constituting the initial state.
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The ASP program of the considered institution also includes the general
rules (i.e. common to each institution) stated in the previous section.
Once that the program is settled, queries can be performed in order to have
specific results satisfying certain properties. To do that, two rules must be
added to the program: one stating the condition and the other expliciting
that only the ordered traces satisfying the condition must be reported. In
this example we will consider a query asking if the obligation to start the
war before shooting will ever be effective in the institution. This results in
the following two rules to add to the program:

condition ← holdsat(obl(startwar,shoot,murder),I),instant(I).

compute all {condition}.

Basing on this query, two possibile ordered trace are returned, namely:
<provoke,startwar,callup>
<provoke,shoot,callup>
Let us now focus on the first one, showing in details the evaluation of such
ordered trace, i.e. the associated sequence of states.
The initial state specification refers to time zero, i.e. i0, and it is stated in
the table above. The event provoke does not generate other events, hence
it is the only element of the set of generated events in this state. Such event
triggers the initialization of the fluent obl(startwar,shoot,murder) and
no fluent terminations.
In state one (i.e. i1) all fluents of i0 hold, together with the obligation
which has been initialized in the previous state. The event startwar occurs
and it does not generate other events. The event causes the initialization
of two fluents, namely atwar and pow(conscript), and the termination of
the obligation, as it is fulfilled.
In state two (i.e. i2) the state of the institution is constituted by the same
fluents as in the initial state and the two fluents which have been initialized
at i1. The event callup happens and the event generation function gen-
erates the institutional event conscript, thus the set of generated events
at state i2 contains these two events. It is worth to note that, without
the precedent initialization of the corresponding power fluent, the event
conscript would not have been generated in the current state. By the con-
sequence relation, the occurred events initiate the fluent perm(shoot).
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The last state i3 contains all the fluents of the previous state i2 and the
fluent perm(shoot) which has been there initialized.
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Chapter 5

Using EVOLP to formalize

an electronic institution

In this chapter, starting from the institutional framework presented before,
we propose an alternative encoding based on EVOLP.
We argue that EVOLP is a suitable tool for that purposes: its features
well fit in modeling an institution and its evolution through different states,
driven by events coming from the outside.
Moreover, the use of EVOLP opens the way to investigate the addition of
evolving capabilities to the structure of institutions.
In the first section we will present the EVOLP encoding, showing that it
shows the same behavior of the original one. Then in the second section
we will see this equivalence, while considering the example of the previous
chapter and presenting its EVOLP encoding and deployment.

5.1 Formalization

As seen in the previous chapter, the state of an institution is determined
by a set of fluents holding at the considered moment. One of the main
characteristics of fluents is the inertia: once stated as valid, they remain as
such until otherwise specified.
Inertia is naturally embedded in EVOLP, hence there is no need to code it
explicitly.
Moreover, the ordered traces of events on whose basis the evaluation (i.e.

101
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determining the social states) is computed, naturally fit in the external
events of EVOLP.
As the semantics of institutions is event-driven, basing on the observable
events, in our encoding the specification of the institution will constitute
the starting program, while the ordered trace will be directly mapped into
the sequence of external events.
The EVOLP encoding of an institutional framework as presented before is
obtained by building an EVOLP program according to the following rules:

p ∈ S0 ⇔ p.

< e1, . . . , en > ⇔ < e1, . . . , en >

e ∈ Eobs ⇔ take_place(e)← e.

e ∈ (Eobs ∪ Einstact) ⇔ perm(viol(e)).

G(X, e) = E ⇔ ∀g ∈ E, g /∈ Eviol

take_place(g)← e,pow(g),EX(X).

G(X, e) = E ⇔ ∀g ∈ E, g ∈ Eviol

take_place(g)← e,EX(X).

C↑(X, e) = E ⇔ ∀g ∈ E,

assert(g← )← take_place(e),EX(X).

C↓(X, e) = E ⇔ ∀g ∈ E,

assert(not g← )← take_place(e),EX(X).

take_place(viol(E)) ← take_place(E),not perm(E).

take_place(V) ← obl(E,D,V),take_place(D).

assert(not obl(E,D,V)← ) ← obl(E,D,V),take_place(D).

assert(not obl(E,D,V)← ) ← obl(E,D,V),take_place(E).

The specification of an institution, by definition, embeds a set of fluents
which are valid since the beginning of its deployment, This set, namely S0,
is a subset of the set of all fluents: S0 ⊆ F .
Transforming the specification of an institution in an EVOLP program, in-
cludes the following one to one mapping:

p ∈ S0 ⇔ p.
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This mapping models the initial state of the institution inside the corre-
sponding EVOLP program. The fluents above defined will be subject to
inertia i.e. they are valid until the opposite will be stated: EVOLP models
this property by default.
There are other fluents belonging to F which are not part of the initial
state: they will be introduced by the consequence function C. The events
are basically divided into two subsets: the events the institution observes
and the events which are internal to the institution itself.
Recalling that in the presented approach the transition function is defined
for an observable event at a certain state, the occurrence of observable events
will be modeled using the external events of EVOLP.
We define the following mapping from an ordered trace of length n to an
EVOLP event sequence of the same length:

< e1, . . . , en >⇔< e1, . . . , en >,

i.e. each of the Ei contains only the encoding of the corresponding external
event at state i (Ei = {ei}).
Institutions delimit a precise scope: it can be the case that some event
which is meaningless for the institution happens. We introduce a predicate
take_place to filter the events managed by the institutions from the others
which are not.

e ∈ Eobs ⇔ take_place(e)← e.

If an event occurs and it is not an element of Eobs, then its occurrance will
not stated as took place and the event will have no effect on the institution.
By the way, it can happen that some event, even if defined in the institution,
does not generate any kind of consequence, if the current state do not match
any function definition. As the functions are defined over events belonging
to the definition of the institution, they are going to be encoded using the
take_place predicate, as we will see.
As we have defined how events from the environment are perceived by the
institution, we can now focus on the event generation. First, recall the
definition of the function GR(S, E), defining all events generated at state S
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given the occurrence of the set of events E:

GR(S, E) = {e ∈ E | e ∈ E OR

∃e′ ∈ E, φ ∈ X , e ∈ G(φ, e′) s.t. S |= pow(e) ∧ S |= φ OR

∃e′ ∈ E, φ ∈ X , e ∈ G(φ, e′) s.t. e ∈ Eviol ∧ S |= φ OR

∃e′ ∈ E, e ∈ Eviol s.t. S |= ¬perm(e′) OR

∃e′ ∈ E , d ∈ E s.t.S |= obl(e′, d, e)}

In particular, in the approach presented before, only one observable event
was occurring at each state. The set of all generated events at state S is the
fixpoint GRω(S, {e}) for some observable event e.
The EVOLP encoding has to be modeled over the above stated conditions
in order to generate the same set of events at each state.
The first condition states that the events passed as arguments of the func-
tion must be part of the set of generated events.
Recall that an evolution interpretation M = 〈I1, . . . In〉, with associated evo-
lution trace 〈P1, . . . Pn〉, is an evolution stable model of P , given 〈E1, . . . Ek〉,
iff for every i (s.t. 1 6 i 6 n), Ii is a stable model at i of the DLP
P1 ⊕ · · · ⊕ (Pi ∪ Ei).
As the ordered trace of events was mapped into the external events of
EVOLP, at each time, at every state, the respective external event con-
curs to the definition of the stable model.
Hence the observable event e constituting the external event of the EVOLP
program of the institution, will be part of the stable model. Moreover, given
the mapping which builds a rule, for each observable event e, triggering the
predicate take_place(e), the corresponding predicate for e will be part of
the stable model, together with the event e itself. Hence, the first condition
of event generation is met.
The institutional event set Einst is composed by two disjoint subsets: the
institutional internal events and the violations (Einst = Einstact ∪ Eviol). The
occurrence of all such events will be recorded, similarly as before, using the
predicate take_place.
We first focus on the internal events of the institution, so that we can move
towards the complete definition of the encoding of the elements of the vari-
ous subsets of the set E .
The occurrence of internal events is defined by the function G, expressing
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the count-as relation between an event of some kind and an internal one,
given certain conditions. We use the predicate take_place to state that an
internal event takes place.

G(X, e) = E ⇔ ∀g ∈ E, g /∈ Eviol take_place(g)← e,pow(g),EX(X).

G(X, e) = E ⇔ ∀g ∈ E, g ∈ Eviol take_place(g)← e,EX(X).

The second rule is needed because violations do not need an explicit check
of power, as they always hold.
The two mappings model the second and the third condition of the function
GR(S, E). For all the definitions of GR, a mapping is defined for each one
of the events in its result to a rule triggering the occurrence of such event,
once that the conditions are met. We can thus say that we are generating
the same events as in the second and third condition of GR. Recalling that

Eviol = {viol(e) | e ∈ (Eobs ∪ Einstact)},

We define a mapping, modeling the fact that violations are always available
in an institution:

e ∈ (Eobs ∪ Einstact)⇔ perm(viol(e)).

The defined permissions above will always be part of the current state of the
institution, starting from the initial state. In the formal model, such per-
missions were simply taken implicit but here we need them explicitly stated
to make the violation mechanism work properly.
The predicate EX(X) is a shorthand to express a state formula: a state for-
mula is a conjunction of fluents which have to take or not part in the current
state in order to satisfy it. These fluents can be positive or negated as well.
In general EX(x1, . . . , xn) is translated into the EVOLP conjunction x1 ∧
. . . ∧ xn: if xn = ¬p, where p ∈ F , then it is translated into not p. If
xn = p, it is translated into p.
It is worth to note that the predicate pow(g) is part of the state formula to
satisfy to generate the event hence it should be included in X. Nevertheless,
it is expressed outside to stress the power condition in the institution to deal
with the internal event.
The explicit definition of the permission of violations was needed because,
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looking at the fourth condition of GR, a violation for an event occurs when
the permission of such event does not hold. Such a rule is general and it
does not involve the functions composing the definition of the institution:
take_place(viol(E))←take_place(E),not perm(E).

Making explicit the permission of the violation hence prevents the genera-
tion of a violation caused by a not permitted violation. This rule generates
the same events as in the fourth condition of function GR. Finally, the last
condition deals with the obligations: if the deadline of an obligation occurs,
then the event stated as violation will occur as well. This is again a general
rule:
take_place(V)←obl(E,D,V),take_place(D).

This rule models the consequences of a not fulfillment of an obligation.
In the semantics of the institution, the function GR described the events
which have to be generated in a state: the observed event at current state,
the events generated by the function G, the violations generated by an event
happening without permission and the not fulfillment of an obligation.
In the previous part we introduced a predicate take_place(e) whose mean-
ing is that event e has either been observed (from the outiside) or occurred
(internally in the institution). This predicate has been used to define all
the rules (either institution dependent or general) allowing to model each of
the conditions of the event generation function GR. We can hence state the
following:

Proposition. Given an institutional specification and its corresponding EVOLP
program, a state S and external event e, for each event ei ∈ GR(S, e), a cor-
responding predicate take place(ei) belongs to the stable model of the EVOLP
program. Conversely, for each predicate take place(ei) belonging to the stable
model of the program, there is a corresponding event ei ∈ GR(S, e).

By that point, we have proposed the encoding of the elements of the set E .
The observable events which will be stated as external events for the EVOLP
program, trigger a take_place predicate: events which are meaningless for
the institution have no rules defined to trigger the corresponding predicate
stating they took place, as stated above, hence they have no effect on the
institution, as wanted.
The occurrence of institutional events is also expressed using the take_place
predicate. Violations can be raised either explicitly or because of the oc-
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currence of a not permitted event. The internal events and the explicit
definitions of violations are stated by the function G. It can be noted that
some internal event, belonging to Einstact, are never part of any result of G
for any possible value of its parameters. In this case our mapping fails to
consider it. But since such internal events can never occur, all possible be-
haviors of the institution are preserved i.e. all internal events could happen
in our encoding if the original formalization allows them.
A similar argument can be adopted regarding the set of fluents F : a subset
of this set is already part of the EVOLP encoding of the institution, namely
the fluents representing the initial state. All the other fluents defined in the
institution are initiated and terminated by the function C: if some fluent
never appears in a result of C, then it will never be valid, hence it will never
be part of the current state. We will propose the relative encoding shortly
afterwards.
Up to now, we have dealt with the first part of the semantics, namely the
generation of events, showing that the EVOLP encoding has the very same
behavior of the original framework, hence it generates the same set of events.
The second part of the semantics is based on the generated events, using
them to determine the set of fluents to initiate and terminate.
Recall that the initialization of a fluent is determined by the function C and
the semantics of the fluents to be initiated in a state was captured by the
set INIT , defined as:

INIT (S, eobs) = {p ∈ F |

∃e ∈ GRω(S, {eobs}), X ∈ X s.t. p ∈ C↑(X, e) ∧ S |= X}

A fluent is initiated when it belongs to the result of function C↑ for a gen-
erated event and a state formula satisfiable in the current state. We define
the following mapping, creating an EVOLP rule for each of the fluents con-
stituting the result of function C↑ for all its definitions:

C↑(X, e) = E ⇔ ∀g ∈ E, assert(g← )← take_place(e),EX(X).
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The semantics of fluents termination was described by the set TERM :

TERM(S, eobs) = {p ∈ F |

∃e ∈ GRω(S, {eobs}), X ∈ X s.t. p ∈ C↓(X, e) ∧ S |= X OR

p = obl(e, d, v) ∧ p ∈ S ∧ e ∈ GRω(S, {eobs}) OR

p = obl(e, d, v) ∧ p ∈ S ∧ d ∈ GRω(S, {eobs}) }

The termination of fluents is not only caused by function C↓, in a similar
fashion as before. Also the end of the obligations must be considered both
in case of fulfillment or not. The encoding of the condition regarding the
function C↓ is as follows:

C↓(X, e) = E ⇔ ∀g ∈ E, assert(not g← )← take_place(e),EX(X).

Furthermore, the following two general rules take care of the end of obliga-
tions, when one of the two events (either the expected one or the deadline)
occurs:
assert(not obl(E,D,V)←)←obl(E,D,V),take_place(D).

assert(not obl(E,D,V)←)←obl(E,D,V),take_place(E).

The above encoding rules stated all the needed rules to initiate and termi-
nate fluents, according to the semantics defined for the institution. While
for initialization the asserted fluent was positive, for termination it was neg-
ative. Considering the initiatialization, the stated mapping was similar as
for function G: for each definition of the function, in this case C↑, a rule
was stated for each of the fluents resulting from the function itself. The
same was for the terminations determined by C↓, with the only difference
that the argument of the assertion was negative. Moreover, the termination
of fluents can also be caused by an obligation either fulfilled or not: such
situation has been modeled by mean of two general rules.
Given such mappings, we can state the following:

Proposition. Given an institutional specification and its corresponding EVOLP
program, a state S and the set of generated events GR(S,e) for some e, for
each fluent f ∈ INIT(S,e) (resp. f ∈ TERM(S,e)), there is a corresponding
predicate assert(f) (resp. assert(not f)) in the stable model of the EVOLP
program. Conversely, for each predicate assert(f) (resp. assert(not f)), there
is a fluent f such that f ∈ INIT(S,e) (resp. f ∈ TERM(S,e)).
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The approach for managing the fluents is based over the use of the assert

predicate. By the semantics of EVOLP, all the assertions which are true in
a state will make their arguments part of the program from next state on.
In the encoding, the initiated fluents will be positively stated as arguments
of the assertions, while the terminated one will be negated. Moreover, the
semantics of assert will not be limited to make the assertion effective in the
next state but also to take care of possible conflicts, solving them so that
the models will rely on the newer facts, and not on the, conflicting, old
ones. The semantics of an institution exactly exhibit this behavior: at a
state a fluent is initiated (respectively terminated) and it will be actually
true (false) from next state on. The same result is achieved by the proposed
encoding.
Once that the initialization and the termination of fluents has been deter-
mined, it is the task of the transition function to determine the next state,
given the current one:

TR(S, eobs) = {p ∈ F | p ∈ S ∧ p /∈ TERM(S, eobs) OR p ∈ INIT (S, eobs)}

In the definition given above, the transition function states that, given a
certain state, the next one will be composed by all the fluents already be-
longing to the current state and not terminated and all the initiated fluents.
Such a definition leaves room to the posssibility of problems and unexpected
behaviors due to poor design. It can be the case that a fluent is set to both
initiate and terminate, easily as a result of different consequence rules, de-
fined for different state formulas and/or events.
According to the above definition, such a fluent will in practice not be ter-
minated i.e. it will remain valid.
We argue that such approach lacks of generality and the original framework’s
paper lacks of any kind of justification for such choice.
The situation we stated above creates an inconsistency in the model of the
institution because the very same fluent is terminated and initiated at the
same time i.e. it is put both false and true, respectively.
Alternative approaches to deal with some situation, in particular, and with
the transition function, in general, can be considered.
The inconsistency can be recognized (i.e. INIT and TERM are not disjoint
sets) and the ongoing of the institution is stopped. The designers can then
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provide to refine and improve the definition of the institutional structure.
Another possibility is ignoring the transition if an inconsistency arises, thus
making the transition function return the same state taken as an argument.
Adopting this solution, as well as the one before, needs in any case to com-
pute the transition function and then perform the set intersection check. If
the result is empty, then the transition can work as usual. Otherwise it can
be stopped or ignored.
Trying to avoid inconsistencies can even be more computationally heavy,
this is the case for the computation of the minimal contradiction removal
set. This can be done by searching for the maximal set of events whose con-
sequences over fluents is consistent. This approach could also be integrated
with the explicitation of preferences among rules, so to guide the removal
search. Even not considering its complexity, such a procedure can lead to
unexpected or undesired behaviors and evolutions since events and fluents
can be dropped by the transition semantics in order to avoid inconsistencies,
thus possibly starting some cascade effect.
Another alternative is to deeply consider to give preference to elements be-
longing to INIT or TERM , by argumenting the choice and, in case, adding
to the framework the necessary premises.
This discussion is not intended to be exhaustive: we acknowledge that the
problem could have been addressed in the seminal paper and we are aware
of its existence. A further deep discussion addressed to find the best trade
for a solution is left for future work.
In the following, we adopt the solution which is closer to our approach:
when an inconsistency arises then the institution does not evolve anymore.
In EVOLP, asserting both a fluent and its negation will bring to have no
model at all in the next step because an inconsistency arises.
To avoid such situations, we introduce the notion of safe transition:

Definition. A transition is said to be safe when INIT ∩ TERM = ∅.

This safety condition simply ensures that no inconsistency will arise for the
considered transition.
When such condition holds, the transition function can be equivalently and
more clearly formulated as:
TR(S, eobs) = (S ∪ INIT (S, eobs))\TERM(S, eobs)
As the sets of initiated and terminated fluents are disjoint, such formulation
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of the transition function is equivalent to the previous one with, on its top,
the safety condition. Our encoding will reflect the above formulation.
The so defined transition function is directly modeled by the semantics of
EVOLP itself. Inertia is in the intrisic nature of EVOLP. The encoding for
initiated fluents lead to include in the current state model all the assertions
containing the fluents as arguments. As the assertions are true in current
state, then their arguments will be true from next state on. The same
arguments holds for the terminated fluents with the exception that in this
case the assertions have negative arguments. All the arguments of such
assertions will be part of the next state of the EVOLP program after that
possible conflicts are solved giving precedence to the newly asserted fluents.
Hence the same behavior of the transition functions is achieved and we can
now state the following:

Proposition. Given an institution and an ordered trace, for each evaluation
trace 〈S1, . . . , Sn〉, there is an evolution stable model 〈M1, . . . ,Mn〉 of the
EVOLP program and event sequence obtained by the transformation of the
institution and the ordered trace, such that if a fluent f ∈ Si then f ∈ Mi.
Conversely, for each evolution stable model 〈M1, . . . ,Mn〉 of the EVOLP
program and event sequence obtained by the transformation of the institution
and the ordered trace, there is an ordered trace 〈S1, . . . , Sn〉 such that if a
fluent f ∈Mi then f ∈ Si.

5.2 Example in EVOLP

In this section we present the EVOLP encoding of the example shown in
the previous chapter while presenting the institutional framework. The ex-
periments have been performed using the EVOLP implementation ([9, 10])
available at http://centria.di.fct.unl.pt/evolp/.
In the following, we present the code1 resulting from the encoding definition
presented above.
The following table contains the fluents set to be initially true, hence part of
the initial state, and the permission fluents of the violations which, instead,
always hold by definition.

1As common practice in ASP, in order to help the solver, a definition of variables
domains is provided. The following definitions are not a feature of EVOLP but they are
instead dependent from the implementation we used for the experiments.
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% initial state % permission for violations

perm(callup). perm(viol(shoot)).
perm(startwar). perm(viol(startwar)).
perm(conscript). perm(viol(declaretruce)).

perm(declaretruce). perm(viol(callup)).
perm(murder). perm(viol(conscript)).
perm(provoke). perm(viol(murder)).

pow(murder). perm(viol(provoke)).

The next table completes the encoding of the institution. Starting from
the top, the first box contains the encodings for observable events taking
place. The second box contains the institution-independent rules dealing
with raising violations, event generation in case of not fulfillment of obli-
gations and the fluent termination for obligations. The last three boxes
respectively contain the encodings of functions C↓, C↑, G.

% definition of observable events
take place(shoot) ← shoot.
take place(startwar) ← startwar.
take place(declaretruce) ← declaretruce.
take place(callup) ← callup.
take place(provoke) ← provoke.

% occurrence of violations
take place(viol(E)) ← take place(E), not perm(E).
% event generation for institutional actions in not fulfilled obligations
take place(V) ← obl(E,D,V),take place(D).
% general termination rule for obligation fluents
assert(not obl(E,D,V) ←) ← obl(E,D,V),take place(D).
assert(not obl(E,D,V) ←) ← obl(E,D,V),take place(E).

#domain event(E). event(murder).
#domain event(D). event(viol(shoot)).
#domain event(V). event(viol(startwar)).
event(shoot). event(viol(declaretruce)).
event(startwar). event(viol(callup)).
event(declaretruce). event(viol(conscript)).
event(callup). event(viol(murder)).
event(provoke). event(viol(provoke)).
event(conscript).



5.2. EXAMPLE IN EVOLP 113

% consequence relation for the initialization of fluents
assert(obl(startwar,shoot,murder) ←) ← take place(provoke),not atwar.
assert(atwar ←) ← take place(startwar), not atwar.
assert(perm(shoot) ←) ← take place(conscript).
assert(pow(conscript) ←) ← take place(startwar).

% consequence relation for the termination of fluents
assert(not atwar ←) ← take place(declaretruce), atwar.
assert(not perm(shoot) ←) ← take place(declaretruce).
assert(not pow(conscript) ←) ← take place(declaretruce).

% generation of institutional events
take place(conscript) ← take place(callup),pow(conscript).
take place(murder) ← take place(viol(shoot)),pow(murder).

We now focus on the same event sequence presented in the previous chapter,
namely <provoke, startwar, callup>. The resulting encoding is the EVOLP
event sequence E1 = {provoke},E2 = {startwar},E3 = {callup}.
We can see that the presented encoding shows the same behavior of the
original one. We underline that, in order to show such equivalence, in the
following we will focus on the predicates encoding the valid fluents, thus
constituting the current state of the institution. Other predicates are part
of the stable models constituting the evolution interpretation of the program
encoding the institution, such as the assertions for the initialization of flu-
ents and the occurring events.
The fluents holding at initial state are displayed in the first table of the
section.
The occurrence of the event provoke triggers the corresponding take place

predicate. No other events arise from the event generation rules. Such predi-
cate triggers the initialization of the obligation obl(startwar, shoot, murder)
(i.e. an assertion is part of the current EVOLP stable model), as the fluent
atwar does not hold in the current state; no other fluents are either initial-
ized nor terminated.
In the next step, the state of the institution contains all the fluents from
the initial state with the addition of the previously initiated obligation. The
external event startwar do not cause the occurrence of other events but it
causes the fulfillment of the obligation, which is terminated (i.e. the nega-
tion of the obligation is asserted). Moreover, the power of conscript and the
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atwar fluent are initialized.
Hence, the next state does not contain the obligation fluent anymore but it is
composed, beside the initially valid fluents, by the atwar and pow(conscript)
fluents which have been initialized in the previous state. The external event
callup makes the institution generate the internal event conscript, as the
power of doing it holds. Such event has as a consequence the initialization
of the permission to shoot fluent, which is valid in the last state, together
with the ones of the previous state.



Chapter 6

Extending the institutional

framework with updates

Institutions are closely tied to the environment in which they operate. The
conditions of the environment are not fixed: such changes can make an
institution not adequate anymore to the state of affairs of its surrounding.
New opportunities or needs can arise and institutions need to be flexible
enough to successfully adapt and (possibly) take some advantage from the
new conditions. A static institution cannot be competitive in a changing
environment, hence it can be no more convenient for agents to join such
institution.
In this chapter the main contribution of this thesis is presented: considering
the framework for the specification of institution as from [3] (also introduced
in chapter 4), we propose an extension whose aim is to overcome the lack of
possibility of changing the structure of institutions at runtime.
We are not going to deal with how such changes can be proposed, discussed,
negotiated and approved by agents.
The focus will be on how we can extend the framework to allow for updates,
thus allowing agents to have an up to date representation of the institution
they are acting in.
The chapter is composed by two sections, containing all the details of the
extension and the related EVOLP encoding, respectively.

115
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6.1 Formalization

One of the main ideas to extend the institution framework for evolution is
that to each event, some update effect can be attached. The occurrence of
events will make these effects change the structure of the institution, i.e.
some part of institution can need to be either changed or dropped, while
new parts can be introduced as well. As events can come both from the out-
side of the institution (observable events) and from its inside (institutional
events), both possibilities must be considered in order to attach and manage
the updates.
As a further matter, we argue that, when we allow for structural changes
in the institution, in order to express the state of the institution, the set
of valid fluents is not enough anymore. As the definition of the institution
can change, each state will be composed by the currently valid structure
definition and the set of fluents.
An institution can be updated by modifying the definitions for event and
consequence generation or adding new events and fluents, as well as new
rules involving them.
Updates give us the possibility to define new states, new rules, indicate new
behaviors, thus enriching the possibilities and the potentials of the institu-
tion.
In particular, when we introduce a new action, we also need to introduce the
associated fluents for permissions and (possibly) power. Even if such fluents
are already defined, this does not mean that rules for initiate or terminate
them is available. So, while on one hand this issue must be taken into con-
sideration by the designers of the institution, on the other hand it can be
desirable to have the possibility to express in an update the initialization of
some fluent, i.e. a fluent that is needed to be valid from the next state as
from normal semantic.
For example, we want to introduce the following rule in the institution:
C↑(∅, snow) = ((white landscape)↑, (green landscape)↓). Such rule is in-
troducing a new event, namely snow. We can be in a situation where the
weather forecast suggests a lower of temperatures and a high probability
of snow. If the snow will start falling and the proper permission fluent
perm(snow) is not valid, then a violation viol(snow) will arise. Moreover,
since the permission does not hold, the rule defined above will not be trig-
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gered, as, from the semantics of the event generation, the event snow will
not be included in the set of events of the current state and hence it will not
contribute in the definition of the newly initiated fluents, even if the state
formula conditions are satisfied (here trivially since X = ∅).
This urgency in initialize such fluent is also justified by the fact that if inside
the very same update action we would include the definition of a new rule
to initialize, the problem is that we must be really sure about the next up-
coming event otherwise the rule would have no consequence and the update
would lack of immediate effects.
Finally, it could also be the case that we don’t want to state explicit rules
initiating such a fluent, treating it like one of the fluents of the initial state
which are stated as valid from the beginning, with no need of defining rules
to initiate or terminate them. It can be the case that a permission fluent
(or whathever other kind) is meant to be always valid and it is only stated
in S0 and in no rule.
For the same arguments, we can also desire to terminate some fluent during
the update: there could not be any rule terminating it and/or the action
representing the argument of a permission is no longer allowed.
We can now recap what is needed to define an effective update mechanism.
There must be the possibility to add and delete fluents and events to the
sets defined by C and G at certain conditions. Moreover, new conditions and
new rules can be stated from scratch. As a further matter, some condition
can be imposed to the application of updates, to be checked with respect
to the current state of the institution. We first define what a single update
effect eff is:

eff := 〈up, op,XG〉

with op ∈ {+,−} and XG ∈ X (we recall that X is the set of all state
formulas i.e. combinations of fluents which have or have not to be valid). XG

allow to specify some condition the current state must necessarily satisfy,
otherwise the update will not be performed. The op parameter fixes the
kind of operation to perform: ’+’ for adding and ’−’ for deleting.
The up tuple expresses the target of the update together with the item to
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be added or deleted:

up := 〈G(X, e), ev〉 |

〈C↑(X, e), f〉 |

〈C↓(X, e), f〉 |

〈S, f〉 |

〈Eff(e), eff〉.

where e, ev ∈ E , f ∈ F , X ∈ X .
Such an item is either a fluent in case of the function C and the current
state of fluents, an event in case of function G. The function Eff enables
the possibility to bind an event with its update effects: it will be part of
the definition of the institution itself. In this case, the item to be update is
a single update event, as also such function can be targeted as well. This
lead to the above recursive definition, which allows for an arbitrary level of
nesting.
For example, the following update effect 〈< Eff(enter forest), 〈<
Eff(high temp), 〈< G(in forest, fire), runaway >, +, ∅〉 >, +, ∅〉 >, +, ∅〉
can be more easily uderstood if its recursive steps are explicited separately:

〈< Eff(enter forest), Y >,+, ∅〉

Y = 〈< Eff(high temp), Z >, +, ∅〉

Z = 〈< G(in forest, fire), runaway >,+, ∅〉

When this single update effect is triggered by some event, then, for any
condition of the current state (∅ is the empty, trivially true, condition), Y

will be added to the set of update effects determined by Eff(enter forest).
Then, when the event enter forest happens, Z will be added to the result
of Eff(high temp). Finally, when high temperatures will be observed, the
function G with parameters (in forest, fire) will be added of the event
runaway.
The definition of the extended institution is as follows:

〈E ,F , C0,G0,Eff0,S0〉
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The sets E and F contain the universes of all events and fluents and they
present the same subset subdivision as the original framework. The func-
tions C and G are defined as usual as well: the subscript they show is meant
to distinguish their different definitions over time. S0 continues being the
set of initially valid fluents.
The set of all update UPS is composed by all eff which can be generated
by all possible combinations of events, state formulas and fluents.
We can now define the function Eff : E → 2UPS . This function binds each
event with a (possibly empty) set of update effects. The idea is that when
such event happens, the relevant updates are applied to the structure of the
institution. We stress the fact that the specification of such update effects
is part of the definition of the institution.
We now move to define the semantics of the institution deployment. It is no
longer the case that an institution is characterized at a certain moment by
its valid fluents only. The description of an institution is now composed by
the valid fluents together with the definitions of the functions C,G and Eff
(i.e. the possible targets of updates), which are given a subscript indicating
their validity in that moment of time.
Another extension we consider here is to allow more than one observation
happen at each moment of time. We argue that considering only one ob-
servation at time is limiting. For example, suppose to model an institution
composed by agents with, say, three sensors: one for the light, one for the
temperature and another one for the humidity. At each moment of time
each sensor will provide an observation.
Moreover, to each of the observable events coming from the outside, a set of
update effects will be attached as well. An observable event together with
its set of update effects constitutes an observation.
Formally, an observation is defined as obs := (ext, effs) where ext ∈ Eobs

and effs ∈ 2UPS .
The set of all observations OBS is defined as:

OBS := {(ext, effs)| ext ∈ Eobs, effs ∈ 2UPS}

Each observation is a pair formed by an external, observable event and
the attached update effects. It is worth to note that the update effects
attached to an observable event can be complementary with respect to the
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ones defined internally in the institution through the function Eff with the
event as argument: no conditions are imposed on that. What is perceived
from the outside is by its nature not expected, hence the update effects in the
observations contribute to the generation of all the updates to be performed
at every state.
An ordered trace of the extended framework is defined as:

〈O0, ....., On〉 with Oi ⊆ OBS

At each moment of time, a set of observations is performed.
Starting from an ordered trace of length n and an initial specification of
institution I0, the corresponding evaluation has the following form:

〈I0, ....., In+1〉

such that:

Ii+1 = TRN(Ii, Oi)

Ii = (Ci,Gi,Effi,Si)

I0 = (C0,G0,Eff0,S0)

0 6 i 6 n

TRN is the new transition function of the extended institution: it has two
arguments, namely the current state of the institution Ii and the set Oi of
observations perceived in that moment. Each state Ii is composed by the set
of valid fluents Si and the definition of the institutional functions valid at
state i. The result of the transition will be the new state of the institution
Ii+1.
TRN determines the new set of valid fluents, even considering the changes
coming from the update effects, and the new definitions of the functions with
respect to the considered updates: we define its semantics in the following.
In order to generate all the events occurring in a state, first of all, we need
to know which are the observed events at the moment. The set Ei is the set
of all observed events at state i:

Ei := {e ∈ Eobs|(e, effs) ∈ Oi}
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In the original framework, the event generation function GR was already
defined considering as argument a set of events, hence we keep it as it was.
The set of all generated events at state i will be the fixpoint GRω(Si, Ei).
The semantics for the generation and termination of fluents was defined over
set of events as well: we can keep the definitions of INIT and TERM at
state i without changes. INIT and TERM are not enough to determine
the new state in the extended framework. But before defining the new state,
i.e. the new set of valid fluents, we need to perform the updates, as they
also have the possibility to affect the set of valid fluents.
The updates to apply in the current state can be found both in the obser-
vations (i.e. attached to the external events) and internally defined by the
function Eff. Recalling the definitions of observations and the Eff function,
we can construct a set Updatesi containing all the update effects to apply
at current state i, together with the event they are associated to.

Updatesi := {(ev, effs)| (ev, effs) ∈ Oi or ev ∈ GRω(Si, Ei), Eff(ev) = eff}

The set Updatesi contains pairs composed by an event and a set of update
effects. Such updates describe changes in definitions of the functions, also
fixing the parameters .
We define a function ∆i determining, given an institutional function together
with the needed parameters, what has to be added (or deleted, according
to an operation parameter) to the result of such function definition, basing
on the set of updates at state i. Moreover, it will be able to determine the
changes in the set of current valid fluents due to the updates. The formal
definition of ∆i is as follows:

∆aux
i (effs, op, α) =

⋃
〈<α,γ>,op,XG〉 ∈ effs

Si|=XG

γ

∆i(op, α) =
⋃

(e, effs) ∈ Updatesi

∆aux
i (effs, op, α)

where op ∈ {+,−} and α ∈ {C↑(X, e), C↓(X, e),G(X, e),S} with X ∈ X and
e ∈ E .
We define the following shortcut to identify the results of the above described
function: op∆α

i is the set of items changing, according to the operation pa-
rameter, the definition of the function for the arguments specified in α at
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state i. For example, −∆C↓(X,e)
i is the set of fluents to be deleted from the

current definition of C↓ for the state formula X when e happens.
The transition function TRN determines the new state of the institution
and this is also achieved by performing the updates, thus determining the
new definitions of institutional functions.
For all X ∈ X and e ∈ E , the updates for C↑, C↓,G must be calculated start-
ing from Updatesi, as well as the changes to the current state.
The addition of fluents to function C↑, under certain conditions, is modeled
as follows:
C↑i+1(X, e) = C↑i (X, e) ∪ +∆C↑(X,e)

i

C↓i+1(X, e) = C↓i (X, e) \ +∆C↑(X,e)
i

The deletion of fluents is defined as:
C↑i+1(X, e) = C↑i (X, e) \ −∆C↑(X,e)

i

Fluents are added to function C↓ after performing:
C↓i+1(X, e) = C↓i (X, e) ∪ +∆C↓(X,e)

i

C↑i+1(X, e) = C↑i (X, e) \ +∆C↓(X,e)
i

and removed after:
C↓i+1(X, e) = C↑i (X, e) \ −∆C↓(X,e)

i

The definitions of G(X, e) for all X and e are determined by:
Gi+1(X, e) = Gi(X, e) ∪ +∆G(X,e)

i

Gi+1(X, e) = Gi(X, e) \ −∆G(X,e)
i

Updates can also affect the bindings between events and updates embedded
in the definition of institution. For all events e, the following operations
must be performed to update the result of function Eff for such argument:
Effi+1(e) = Effi(e) ∪ +∆Eff(e)

i

Effi+1(e) = Effi(e) \ −∆Eff(e)
i

Until now we have defined the semantics of the transition function with re-
spect to the updates, describing how the new structure of the institution is
determined after the enforcement of the updates.
But to complete the formalization of the transition from Ii to Ii+1 we still
need to state how the set of valid fluents Si+1 is determined, as the new
structure of the institution is already calculated.
As we said before, the sets INIT and TERM , of initiated and terminated
fluents respectivelly, are calculated as in the original frameowrk.
In our extension, the updates can also initiate and terminate fluents, hence
updates must be taken into account while considering the set of valid fluents.
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In the previous chapter we discussed the limitation occurring in the transi-
tion function as from the original framework. Inconsistencies were treated
asymmetrically: when a fluent was both initiated and terminated in the
same moment, the initialization was preferred.
We chose to adopt another approach: inconsistencies cause the end of the
run of the institution. After formulating a safety condition for transitions
from state to state, we got the following formulation of transition function:
TR(S, eobs) = (S ∪ INIT (S, eobs))\TERM(S, eobs)
In our extension, the transition function has to be expanded in order to take
also care of the structure of the institution: the state of an institution is not
anymore determined only by the set of the currently valid fluents but it also
embeds the currently up to date specification of the structure.
While the semantics of the structure update has already been fixed above,
we are left with the definition of the new set of valid fluents. Such set will
be determined with respect to the INIT and TERM sets and the effects
on valid fluents determined by the updates:
Si+1) = (Si ∪ INITi ∪ +∆S

i )\(TERMi ∪ −∆S
i )

The definition of the semantics of the transition function of the extended
framework is now complete.
In general, events always trigger other events and they all together con-
tribute to the initialization and termination of fluents. Our extension en-
ables to attach update effects to the observable events; moreover for each
of the generated events in a state, some update effect can be defined by
a newly introduced function belonging to the structure of the institution,
namely Eff . All such updates concur in the definition of the new structure
of the institution.
The new set of valid fluents is determined taking into account the conse-
quences of the events and the possible update effects on the current fluent
state.
Our extension is meant to simply add the possibility to update, while no
feature of the original framework is lost.
A specification of institution as in the original frameowrk can be stated in
our extension simply adding the definition of the function Eff such that,
for each event, its result is an empty set, i.e. no update has to be performed.
Moreover, each observation of the ordered trace must be composed by tuples
of the form 〈ext, ∅〉 for some ext ∈ Eobs: no updates have to be attached to
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the external observable events.
When the institution will be under deployment, at each state a set of ex-
ternal events will occur, triggering the occurrence of internal events and the
consequences on fluents.
As the Eff function always returns an empty set and no updates effects are
attached to the external events, the behavior of the institution is the same
as in the original framework, given the safety condition.
The generation of internal events (G) and the consequence relation (C) for
the fluents and the semantics of their initialization and termination have
been preserved as in the original framework. Hence the same events and
fluents are generated.
As no updates arise, the specification of the institution remains unchanged
in every transition. As there are no updates, the effects updates have on the
set of currently valid fluents is empty, hence the transition performs exactly
as in the original framework, given the safety condition. We can say that
the transition reduces to the original one. We can then state the following:

Proposition. Given an ordered trace such that all transitions are safe, the
specification of an institution with no updates has the same evolution both
in the original and in the extended framework.

The extension for updates is then a plug-in on the top of the original frame-
work as it does not change any of the original features. Institutions whose
structure is stable and for which no updates are foreseen can be easily en-
coded in the extended framework as well.

6.2 EVOLP Encoding of the Extension

In the previous section, an extension of the framework introduced in [3] al-
lowing for updates has been formally stated. In this section we present an
EVOLP encoding of the specification of institutions enabling such possibil-
ity.
As seen before, updating the structure of an institution can mean differ-
ent things: introduce brand new rules, modify or drop existing ones. It is
straightforward to see that a mechanism enabling to retract rules from the
program of the institution is needed. Such mechanism can be encoded in
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EVOLP very simply and it will be the subject of the next subsection.
Afterwards, the encoding of the extension in EVOLP will be presented.

6.2.1 Rule Retraction in EVOLP

In Chapter 3 EVOLP was introduced: it enables to make programs evolve
basing on internal (self) and external updates. Such evolution was achieved
by using the reserved predicate assert/1, whose argument is a rule that will
be part of the program the state following the one where the assertion is
true.
Such mechanism allows to add new rules and predicates (either true or false)
all concurring to determine the stable model of the program at each state
of its evolution.
Rule retraction can be encoded in EVOLP as well.
Basically, to each rule composing the EVOLP program, an identifier atom is
added to the body of the rule and, at the same time, such atom is stated as
true. Hence, the rule will be triggered depending only on the original body
of the rule, as the identifier is already valid.
A simple example will clear the mechanism. Suppose you have the following
program:
a <- b,c.

d <- b,c.

If it is worth to have the possibility that some rule can be dropped in the
future, then the program is rewritten adding to the body of each rule a
newly introduced atom, not being part of any other rule. The above program
becomes as follows:
a <- b,c,idrule1.

d <- b,c,idrule2.

idrule1.

idrule2.

The (in this case two) atoms must be stated as valid, so that they have no
effects on the accessibility of the two rules.



126 CHAPTER 6. UPDATE EXTENSION

We can now consider the evolution of the program, given the event sequence:

E = 〈{b←, c←},

{b←, c←, not idrule1←, assert(not idrule1)←},

{b←, c←}〉

At time 1, the program and the external events lead to a model composed by
the two identifiers (as from the program), b and c from the external events.
All of them make a and d be part of the model as well.

time model

1 {b, c, a, d, idrule1, idrule2}
2 {b, c, d, assert(not idrule1 ←), idrule2}
3 {b, c, d, idrule2)}

At time 2, note that idrule1 is negated in the external events and that
a is not anymore part of the model.
While introducing EVOLP, we have seen that if a newer statement of some
predicate conflicts, it automatically deals with this, such that the newer
statement holds.
Hence the identifier of the first rule will not be part of the current model.
It must also be noted that as not idrule1 is an external event, its validity is
limited to the current moment: from next moment on, idrule1 will be true
again.
Moreover, the model contains an assertion from the external events whose
argument is the negation of the identifier of the first rule. As the assertion
is valid in the current moment by definition, its argument will be part of the
program from the next moment on.
At time 3 the negation of idrule1 overcomes the its previous positive state-
ment. At this time, the model is composed by b and c from the external
events, and d from the second rule. As the identifier of the relative rule
has been negated, a is not part of the model. The rule is still part of the
program but without the identifier stated as valid, it cannot be satisfied.
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6.2.2 Encoding the Extension

In the previous section, we presented an extension of the framework intro-
duced in [3] enabling to update the structure of the institution at running
time.
In this section, we introduce the EVOLP encoding of the update mecha-
nism.
Our proposal of extension do not compromise any of the features of the
original framework. The update mechanism is put on the top of the original
framework. In particular, regarding the EVOLP encoding, the translation
of the original framework is taken as such.
Since there is the need of retracting rules, some rule of the encoding must be
added in its body an unique identifier so to enable, if needed, the retraction
of the rule, as presented before.
Initially, all the identifiers must be stated as valid so that the behavior of the
specification is not modified. More precisely, the unique identifiers must be
added to the bodies of the rules generated while encoding the functions G and
C for events and fluents respectively. Such rules are institution-dependent;
the other general, institution-independent, rules for event generation and
fluent consequences do not need any retraction possibility.
In order to retrieve the identifier assigned to a rule, we introduce the func-
tion idrule(r), returning the rule identifier of the rule r which is taken as
argument.
We briefly recall that updates can come from the outside of the institution,
attached to the external observed events. Moreover, the newly introduced
function Eff establish, for the occurrence of each event, a (possibly empty)
set of updates to be performed: such function belongs to the very structure
of the institution.
All updates depend on the occurrence of an event, both in case of the ex-
ternal observations and the internal function Eff . All events occurring in
a state are contained as arguments by the predicate take_place, as previ-
ously presented in Chapter 5.
As from the semantics of the extension we proposed, the updates taking
place in a state are determined by the set of all events occurring at that
state.
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We first recall the definition of update effect:

eff := 〈up, op,XG〉

with op ∈ {+,−} and XG ∈ X and the formalization of up:

up := 〈G(X, e), ev〉 |

〈C↑(X, e), f〉 |

〈C↓(X, e), f〉 |

〈S, f〉 |

〈Eff(e), eff〉.

where e, ev ∈ E , f ∈ F , X ∈ X .
Update effects can come from the outside observations, attached to external
events, or from the inside, associated to occurring events in the institution
by the function Eff , which has been introduced in the extension of the
framework presented above.
In both cases, the update is effective when the event to which it is connected
occurs and the condition XG holds in the current state.
Each update from observations or inside definition, associated to an event
event is encoded in EVOLP as:
assert(Encode(up, op)) <-EX(XG),take_place(event).

where e and XG are the EVOLP encoding of event e and state formula XG,
respectively.
Encode is a recursive function which, given the target of the update up and
the operation op, defines the corresponding EVOLP encoding. Its recursive
nature is due to the recursive definition of the update itself.

Definition. For X, XG ∈ X , e, ev ∈ E, f ∈ F , we define the function
Encode as:

- Encode(〈G(X, e), ev〉,+) =
take_place(ev)<-EX(X),take_place(e),pow(ev)

- Encode(〈G(X, e), ev〉,-) = not idrule(r) where r is the EVOLP rule
corresponding to the encoding of the event generation specified in the
parameter of the update
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- Encode(〈C↑(X, e), f〉, +) = assert(f)<-EX(X),take_place(e)

- Encode(〈C↑(X, e), f〉, -) = not idrule(r), similarly as above

- Encode(〈C↓(X, e), f〉, +) = assert(not f)<-EX(X),take_place(e)

- Encode(〈C↓(X, e), f〉, -) = not idrule(r), similarly as above

- Encode(〈S, f〉, +) = f

- Encode(〈S, f〉, -) = not f

- Encode(〈Eff(e), eff〉, +) = assert(Encode(up,op))<-EX(XG),
take_place(e)

such that eff = 〈up, op,XG〉, where e and XG are the EVOLP encoding
of e and XG respectively.

- Encode(〈Eff(e), eff〉, -) = not idrule(r), similarly as above

The result of function Encode is to be placed as an argument of the asser-
tion of the general rule.
We recall that the predicate EX is a shortcut to represent all the fluents
contained in the state formula it takes as an argument.
According to the semantics of the update, all updates become effective in
the next state. The use of the EVOLP predicate assert/1 enables to exhibit
the same behavior in the encoding.
We now give more details about the above stated encoding.
We first consider the case where the target of the update is the function G,
i.e. up = 〈G(X, e), ev〉. Such function generates the internal events of the
institution and it was encoded with a rule whose head was the generated
event (namely ev) and the body contained the conditions of its occurrence,
i.e. the state formula X and the occurrence of event e. In case the update
is introducing (i.e. adding) a new result to the function (i.e. op = +), then
a new EVOLP rule must be part of the program: such rule is determined
by the Encode function and constitutes the argument of the assertion of the
general rule above.
The full encoding of an additional update for the function G is:
assert(take_place(ev)<-EX(X),take_place(e),pow(ev))

<-EX(XG),take_place(event).

It is worth to point out that it can be the case that, in the update, ev is
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defined for the first time in the institution: the update rule, in order to be
effective, needs that permission and power fluents hold for the newly intro-
duced event ev. The same argument may apply to the triggering event of
the rule, namely e.
Moreover, the respective violations must be defined for new events. A full
account of these details has been given in Chapter 5, while presenting the
EVOLP encoding of the original institutional framework, to which the reader
is referred.
In case the operation is meant to restrict the results of G, the operation
parameter is set as op = − and the specified event must not be part of the
result of the function at given conditions.
The rule triggering the occurrence of such event must hence be retracted,
by using the mechanism presented in the previous subsection.
In this case the update is encoded as follows:
assert(not idrule(r)) <- EX(XG),take_place(event).

where idrule(r) returns the rule identifier of the encoding of this very result
of G.
We now focus on the updates regarding function C, in particular on C↑ which
deals about the initialization of fluents. Such kind of update has the form
of up = 〈C↑(X, e), f〉.
The original encoding of C↑ was a rule where the usual conditions (a state
formula and the occurrence of an event) trigger the assertion whose argu-
ment is the fluent to initiate and then make true from next state on.
In this case, we exploit the possibility given by EVOLP to nest assertions,
resulting in the following:
assert(assert(f)<-EX(X),take_place(e))<-EX(XG),take_place(event).

If the conditions of the update hold and the event to which it is attached
takes place, then the new rule will be part of the program.
For the case of op = −, then the same argument about the rule retraction
applies.
The very same arguments, for both addition and retraction kind of updates,
apply to C↓. The only difference is that, for addition updates, the fluent
must be asserted negatively, thus resulting in the following encoding:
assert(assert(not f)<-EX(X),take_place(e))

<-EX(XG),take_place(event).

Updates can also affect the set of currently valid fluents by initiating or ter-
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minating a fluent. The argument of the assertion of the general rule above
simply is, in case of initialization, the very fluent:
assert(f)<-EX(XG),take_place(event).

In case of termination, the fluent must be stated negated:
assert(not f)<-EX(XG),take_place(event).

When the conditions for the update are satisfied, the fluent will be part (or
not) of the model from the next state, as from the semantics of initializa-
tion/termination of fluents and of the EVOLP predicate assert/1.
The last case to consider is when the target of the update is the function
Eff , i.e. up = 〈Eff(e), eff〉. In case of op = −, then the same mechanism
for retraction applies.
In case a new definition of Eff has to be added to the structure of the insti-
tution, then it must be considered the fact that eff is by itself an update,
leading to the recursive call of function Encode.
The function Eff determines, basing on the occurrence of events, a set of
updates to perform: when updating it, a single update can be added to the
result of Eff for some event e:
assert(assert(Encode(nestedUp, nestedOp))<-EX(nestedXG),

take_place(e))<-EX(XG),take_place(event).

where eff = 〈nestedUp, nestedOp, nestedXG〉. As the the update effect
has a recursive definition, more than one step can be needed.
The above procedure must be performed for the update effects attached to
the events in the observations and for all event e such that Eff(e) 6= ∅.
We conclude the section with an example showing the encoding of a recur-
sive definition of update, as given in the beginning of section 6.1, namely:

X = 〈< Eff(enter forest), Y >,+, ∅〉

Y = 〈< Eff(high temp), Z >, +, ∅〉

Z = 〈< G(in forest, fire), runaway >,+, ∅〉

Suppose that such event effect is the only result for Eff for the event
go holiday, i.e. Eff(go holiday) = {X}.
The function, for such particular events, is encoded as:
assert(Encode(X) )<-take_place(go_holiday).
The needed steps of the translation are reported in the following:
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Encode(X) = assert(Encode(Y ) ) <- take_place(enter_forest).

Encode(Y ) = assert(Encode(Z) ) <- take_place(high_temp).

Encode(Z) = take_place(runaway) <- in_forest, take_place(fire).

The translation then gives as a result the following rule:
assert(assert(assert(take_place(runaway) <- in_forest,

take_place(fire)) <- take_place(high_temp))

<- take_place(enter_forest))<-take_place(go_holiday).

This chapter presented two of the major contributions of this thesis. In the
first section we discussed about the capabilities of update the institution
should achieve and we proposed an extension of the framework presented in
chapter 4, modeled to overcome the limitations coming from the steadiness
of its structure. Then, the EVOLP encoding of the extension was presented,
so to have an executable encoding of all the framework.



Chapter 7

Conclusions

This last chapter contains the final remarks of the thesis. A section is
dedicated to the analysis of some work related to the presented contribution.
Then, some future work direction is discussed. Finally, conclusive remarks
end the chapter and the thesis.

7.1 Related Work

In section 2.5.1 we introduced EIDE ([17]), a framework enabling to de-
velop and deploy electronic institutions. The development was based on an
interaction-centered approach (presented in sections 2.2.1, 2.2.3 and 2.3.1).
For every defined role, the formalization constraints the scenes roles can play.
The institution is defined as a net of interconnected scenes defined a priori.
Every scene defines the allowed interactions for the roles it involves.
An agent can play more than one role (if not conflicting) and more than one
scene at time, if the definition allows that.
About the deployment, a social layer, representing the institution, between
agents and the communication layer enforces the rules of the institution, fil-
tering out the actions which are not allowed according to the specification.
It can be further investigated whether the framework which was the center
of this thesis can be used as a representation of the knowledge agents have
of the institution.
Scenes can be identified by state formulas; agents can calculate, basing on
their past actions, the current state of the institution which indicates them

133



134 CHAPTER 7. CONCLUSIONS

the set of scenes they are involved to. Different views of the institution can
be provided to agents, depending on their roles.
Basing both on the set of fluents indicating the state and on the specification
of the institution, agents can reason about their possible future actions.
Violations or specifically encoded events can stress the fact that some action
is not allowed, hence it will be filtered out by the institutional middleware.
Further investigation on the possible links and equivalences between the two
approaches is left for future work.
The same possibilities can be explored with respect to [23]: the formaliza-
tion details of such framework were introduced in section 2.5.2. Also in this
case a middleware approach (in this case less restrictive) is adopted for the
deployment of the institution.
The formalization of [3] is a candidate to be an effective mental representa-
tion for agents of the structure of the institution.
Little attention has been given to the specification of multiple, interacting
institutions, despite of the potentials there embedded.
A customizable level of abstraction can be obtained by building a pyramid
of institutions, where the lower ones are more specific. When an institution
relies on other ones, delegation becomes an important matter as well.
The specification of multiple institution is addressed extending the frame-
work presented in [3] and Chapter 3, enabling many different institutions
to share the same context. The degree of interaction between them can be
modeled by two new kinds of empowerments: an institution can have the
power, triggered by some event, to initiate or terminate fluent(s) in other
institution.
Moreover, an institutional action language is introduced, so that the actual
encoding is now less accessible to the user, thus avoiding coding errors, and
the specification of the institution is more easy to understand and perform.

7.2 Future Work

As this is a master thesis, it is quite normal that some points of the disser-
tation has been left open, waiting for further attention and work.
In the previous section we placed our contribution with respect with other,
well known and recent, works in the literature. In this thesis we considered
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an easy, yet powerful framework from [3], enabling to model the specifica-
tion of institutions. Such framework could be used as representation of the
knowledge agents have about the institution(s) they are acting in.
A possible way to continue the work founded in this thesis is investigating
the possible links, equivalences and plug-ins which can be established with
EIDE ([17]) and S-Moise+ ([23]). As a further matter, both frameworks do
not provide any update mechanism, while in this thesis we worked on that
direction.
The contribution presented in [4] and briefly in the previous section, raise
two important matters with respect to our work. First, we can consider
the extension of our framework in order to consider multiple institutions.
Moreover, as also in this case the structure of the institutions were fixed,
the extension we presented here could be adapted to the case of many, in-
teracting institutions.
Second, the introduction of an action language had the strong motivation
of hiding the actual executable code (ASP or EVOLP) to the user, trying
to avoid coding errors.
The processes of encoding the specification (both from [3] and chapters 5
and 6) to executable code is a repetitive, error-prone procedure and it can
be automatized.
In [4] it was done by mean of an institutional action language (InstAL) but
it can be considered an approach similar to ISLANDER ([14]), i.e. a visual
editor, automatically generating most of code of the formalization.
Finally, another spot for further work is to extensively consider the possibil-
ities of refinement of the formulation of the transition function of [3]. This
problem was already addressed in Chapter 5, proposing the most neutral
solution, so to avoid inconsistencies in the models representing the state of
the institution. More sophisticated solutions can be proposed and discussed,
according to the aim and to the semantics of the framework.

7.3 Final Remarks

Multi-agent systems in general, and electronic institutions in particular, are
an alive field of research, whose applications are widespread and not yet
fully recognized.
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The idea of organizing independent, heterogenous agents into electronic in-
stitutions involved contributions from many different, even not computer
science-related, fields, such as sociology and economy.
The general concepts of roles, rules and coordination have been widely and
deeply investigated in order to create frameworks effectively establishing a
context where agents could profitably act. Such concepts reflect the orga-
nization of the society we can see everyday. Their realization in computer
systems has not been a one-way exploitation of what has been worked out
in social sciences but a profitable exchange of knowledge is taking place. A
wide overview of the different directions of research and of the origin of the
contributions has been presented in Chapter 2.
In Chapter 3 we have considered a powerful framework designed to model
electronic institutions which allow to easily define the structure and the
rules regulating the ongoing of an institution. We argued that the lack of
possibility of changing the structure (or part of it) at runtime is a major
limitation.
In Chapter 6 we proposed an extension of the original framework, enabling
the updates to the structure of the institution. The extension did not com-
promise any of the features of the original framework.
We are aware that such extension can be formalized in a neater shape and
it will, with some more work. What has been presented is the result of the
best effort which was possible in the available amount of time: the ideas are
all here but the mathematics can be improved.
Moreover, we proposed an executable encoding of both the original and
extended framework to EVOLP, a generalization of Logic Programming al-
lowing for updates. A logic programming-based, executable encoding allow
designers to perform testing and also to have a usable knowledge represen-
tation agents can reason on.
EVOLP has been introduced in Chapter 4, while the EVOLP encoding of
the original framework in Chapter 5. In Chapter 6 the EVOLP encoding of
the extension has been presented after its formalization.
Finally, among the vast and rich literature on these subjects, we considered
some relevant contribution in the section dedicated to the related work,
finding some direction for the future work which can spring from this thesis.
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